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The trust-region self-consistent field �TRSCF� method is extended to the optimization of the Kohn–
Sham energy. In the TRSCF method, both the Roothaan–Hall step and the density-subspace
minimization step are replaced by trust-region optimizations of local approximations to the Kohn–
Sham energy, leading to a controlled, monotonic convergence towards the optimized energy.
Previously the TRSCF method has been developed for optimization of the Hartree–Fock energy,
which is a simple quadratic function in the density matrix. However, since the Kohn–Sham energy
is a nonquadratic function of the density matrix, the local energy functions must be generalized for
use with the Kohn–Sham model. Such a generalization, which contains the Hartree–Fock model as
a special case, is presented here. For comparison, a rederivation of the popular direct inversion in
the iterative subspace �DIIS� algorithm is performed, demonstrating that the DIIS method may be
viewed as a quasi-Newton method, explaining its fast local convergence. In the global region the
convergence behavior of DIIS is less predictable. The related energy DIIS technique is also
discussed and shown to be inappropriate for the optimization of the Kohn–Sham energy. © 2005
American Institute of Physics. �DOI: 10.1063/1.1989311�
I. INTRODUCTION

Computational methods rigorously based on the laws of
quantum mechanics are becoming an evermore important
component of scientific and technological progress in many
branches of natural science, including biochemistry and ma-
terials science. Quantum-chemical codes, in particular, are
today routinely used to perform calculations on molecules
containing hundreds of atoms. Furthermore, with the advent
of density-functional theory �DFT� methods, molecules with
more complex electronic structure and larger parts of poten-
tial surfaces may be calculated than with the Hartree–Fock
method. Most of these calculations are performed by nonspe-
cialists, not trained in quantum chemistry or in numerical
simulations. An important challenge is thus to develop
quantum-chemical techniques that allow the user to focus on
the physical and chemical interpretations of the results of the
calculations by eliminating or at least minimizing the need to
understand the details of the numerical algorithms.

A central numerical task of the Hartree–Fock wave-
function theory and Kohn–Sham DFT is the minimization of
the electronic energy function with respect to the density
matrix of a single-determinant �reference� wave function. In
its original formulation, the self-consistent field �SCF�
method for optimizing Hartree–Fock and Kohn–Sham ener-
gies ESCF consists of a sequence of Roothaan–Hall
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iterations.1,2 At each iteration, the Fock/Kohn–Sham matrix
is first constructed from the current approximate atomic-
orbital �AO� density matrix; next, an improved AO density
matrix is generated from the molecular orbitals �MOs� ob-
tained by diagonalization of this Fock/Kohn–Sham matrix.
Unfortunately, this simple SCF scheme converges only in
simple cases. To improve upon its convergence, the optimi-
zation is modified by constructing the Fock/Kohn–Sham ma-
trix not directly from the AO density matrix of the last di-
agonalization but rather from an averaged density matrix,
calculated in the subspace of the density matrices of the cur-
rent and previous iterations. In practice, the averaged AO
density matrix is calculated by the direct inversion in itera-
tive subspace �DIIS� method of Pulay,3 nowadays imple-
mented in most electronic-structure programs. In the DIIS
method, the averaged density matrix is a linear combination
of density matrices, where the expansion coefficients are ob-
tained by minimizing the norm of the corresponding linear
combination of the gradients.

Over the years, several attempts have been made to im-
prove upon the DIIS method. In particular, Kudin et al. have
proposed the energy DIIS �EDIIS� method,4 where the
gradient-norm minimization is replaced by a minimization of
an approximation to the true energy function ESCF, where the
expansion coefficients of the averaged density matrix are
used as variational parameters. For the special case of two
density matrices such an approach was first developed by
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Recently, we introduced the trust-region self-consistent
field �TRSCF� method6 for SCF density-matrix optimiza-
tions. In the TRSCF method, the diagonalization step �trust-
region Roothaan–Hall �TRRH�� and the density-optimization
step �trust-region density-subspace minimization �TRDSM��
are realized as minimizations of local energy model func-
tions of ESCF. The local energy functions are expanded about
the current AO density matrix and have the same gradients as
the true energy ESCF but approximate Hessians. In the course
of the SCF optimization, each step is restricted to be within
the trust region of the current model, that is, within the re-
gion where the model accurately represents the true energy
function. In TRDSM the steplength is controlled through a
standard trust-region optimization7 and in TRRH the
steplength is controlled through a level shift.8 In this manner,
a reliable and systematic energy lowering of ESCF is ensured
at each iteration.

In the first implementation of the TRSCF method, the
focus was on the optimization of the Hartree–Fock energy. In
this paper, the focus is on the optimization of the Kohn–
Sham energy. In the Kohn–Sham theory, the energy differ-
ence between the highest occupied MO and lowest unoccu-
pied MO �the HOMO-LUMO gap� is usually much smaller
than that in the Hartree–Fock theory, making the optimiza-
tion more difficult. Here, we investigate the consequences of
this smaller HOMO-LUMO gap for the global and local con-
vergence characteristics for the Roothaan–Hall optimization
step. In the Hartree–Fock theory, the energy function is qua-
dratic in the density matrix, whereas, in the Kohn–Sham
theory, it becomes a nonquadratic function because of the
exchange-correlation contribution to the energy. In our pre-
vious implementation of the TRSCF method, the model
function used to determine the averaged density matrix was
specially designed for the Hartree–Fock theory, assuming
that the energy depends quadratically on the density matrix.
For the Kohn–Sham theory, the model function must be gen-
eralized. Such a generalization is presented here.

In this paper, the DIIS algorithm is also rederived to
understand better when it can safely be applied. In particular,
we find that the DIIS method may be viewed as a quasi-
Newton method in the local region, explaining its fast local
convergence. The convergence characteristics of the DIIS
method in the global region are less predictable.

Recently, and along the same lines as our TRRH method,
Francisco et al. introduced their globally convergent trust-
region methods for SCF,9 where the standard fixed-point
Roothaan–Hall step is replaced by a trust-region optimiza-
tion of a model energy function. Any acceleration scheme,
such as DIIS, EDIIS, and the TRDSM method, can then be
combined with this method.

After an introduction to the SCF problem in Sec. II, we
examine the Roothaan–Hall scheme in Sec. III. In particular,
we identify the model energy function that is effectively be-
ing optimized in the diagonalization step, demonstrating how
convergence can be improved upon by level shifting. In Sec.
IV, we consider the density-matrix averaging step. We estab-
lish the model energy function of the weights of the density
matrices and perform an order analysis of the resulting

scheme, demonstrating that it represents a balanced approxi-
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mation; next, we compare our local energy function with the
EDIIS function, showing that the latter misses a term that is
necessary for calculating the correct gradient. After a brief
discussion of configuration shifts in Sec. V, we present in
Sec. VI a rederivation of the DIIS algorithm, establishing its
equivalence with the quasi-Newton method in the local re-
gion. Section VII contains some convergence examples for
the DFT calculations, using the TRSCF algorithm and some
of its alternatives. Finally, Sec. VIII contains some conclud-
ing remarks.

II. THE KOHN–SHAM ENERGY AND THE
ROOTHAAN–HALL METHOD

For a closed-shell system with N /2 electron pairs, the
Kohn–Sham energy �excluding the nuclear-nuclear repulsion
contribution� is given by10

EKS�D� = 2 Tr hD + Tr DG�D� + EXC�D� . �1�

Here D is the �scaled� one-electron density matrix in the AO
basis, D= 1

2DAO; h is the one-electron Hamiltonian matrix in
this basis; and the elements of G�D� are given by

G���D� = 2�
��

g����D�� − ��
��

g����D��, �2�

where g���� are the two-electron AO integrals. The first term
in Eq. �2� represents the Coulomb contribution and the sec-
ond term the contribution from exact exchange, with �=1 in
the Hartree–Fock theory, �=0 in the pure DFT, and ��0 in
the hybrid DFT. The exchange-correlation energy EXC�D� in
Eq. �1� is a functional of the electron density. In the local-
density approximation �LDA�, the exchange-correlation en-
ergy is local in the density, whereas, in the generalized gra-
dient approximation �GGA�, it is also local in the squared
density gradient, that is, it may be expressed as

EXC�D� =� f���x�,��x��dx . �3�

Here the electron density ��x� and its squared gradient norm
��x� are given by

��x� = �T�x�D��x� , �4a�

��x� = ���x� · ���x� , �4b�

where ��x� is a column vector containing the AOs. We note
that the exchange-correlation energy density f���x� ,��x�� in
Eq. �3� is a nonlinear �and nonquadratic� function of ��x� and
��x�. In the following, we shall therefore rely on an expan-
sion of EXC�D� around some reference density matrix D0,

EXC�D� = EXC�D0� + �D − D0�TEXC
�1�

+ 1
2 �D − D0�TEXC

�2� �D − D0� + ¯ , �5�

where the derivatives EXC
�n� have been evaluated at D=D0 and

where, for convenience, we have used a vector-matrix nota-
tion for D, EXC

�1� , and EXC
�2� .

The first derivative of EKS�D� with respect to the density

matrix D is then given by
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EKS
�1��D� =

�EKS�D�
�D

= 2F�D� , �6�

where we have introduced the Fock/Kohn–Sham matrix,

F�D� = h + G�D� + 1
2EXC

�1� �D� . �7�

We note, that for the energy in Eq. �1� to be a valid Kohn–
Sham energy, the density matrix D must satisfy the symme-
try, trace, and idempotency conditions,

DT = D , �8a�

Tr DS =
N

2
, �8b�

DSD = D , �8c�

where S is the AO overlap matrix. Therefore, we cannot
carry out a free minimization of the total energy in Eq. �1�,
but must restrict ourselves to those changes in the density
matrix that comply with these requirements.

The Kohn–Sham energy EKS is traditionally optimized
self-consistently by fixed-point iterations. From the current
approximation D0 to the density matrix, the Kohn–Sham ma-
trix F�D0� is calculated from Eq. �7�, followed by the solu-
tion of the Roothaan–Hall generalized eigenvalue
equations:1,2

F�D0�Cocc = SCocc� , �9�

where Cocc is the set of occupied MOs and � is a diagonal
matrix containing the associated eigenvalues �orbital ener-
gies�. An improved density matrix is next calculated from the
occupied MOs as

D = CoccCocc
T , �10�

and the Roothaan–Hall fixed-point iteration is established by
constructing the Kohn–Sham matrix F�D� from this density
matrix, followed by diagonalization according to Eq. �9�.
Note that, since

CoccUUTCocc
T = CoccCocc

T , �11�

where U is unitary, the Kohn–Sham density matrix in Eq.
�10� and hence the energy are invariant to unitary transfor-
mations among the occupied MOs.

The naive Roothaan–Hall fixed-point iteration outlined
above converges only in simple cases. To improve upon this
scheme, the new Kohn–Sham matrix is usually not calcu-
lated directly from the density matrix obtained by diagonal-
ization of the previous Kohn–Sham matrix, but rather from
the density matrix obtained by diagonalizing some linear
combinations of the current and n previous Kohn–Sham ma-
trices,

F̄ = F0 + �
i=0

n

ciF�Di� . �12�

Typically, the coefficients ci are obtained by the DIIS method

as the weights of an improved density matrix,

ownloaded 07 Jun 2013 to 193.157.137.211. This article is copyrighted as indicated in the abstract.
D̄ = D0 + �
i=0

n

ciDi. �13�

Upon diagonalization of F̄ according to Eq. �9�, the new
density matrix is obtained from Eq. �10�, thereby establish-
ing the iterations. In general, the averaged density matrix in
Eq. �13� is not idempotent and therefore does not represent a
valid density matrix; moreover, since the Kohn–Sham matrix
�unlike the Fock matrix� is nonlinear in the density matrix,
the averaged Kohn–Sham matrix in Eq. �12� is different from

F�D̄�. For these reasons, we cannot associate the averaged
Kohn–Sham matrix in Eq. �12� uniquely with a valid Kohn–
Sham matrix. Usually, this does not matter much since the
subsequent diagonalization of the Kohn–Sham matrix never-
theless produces a valid density matrix according to Eq. �10�.
In the following, we shall disregard the complications arising
from the use of the averaged Kohn–Sham matrix in Eq. �12�,
noting that the errors introduced by this approach may easily
be corrected for, if necessary.

In the remainder of this paper, we discuss the TRSCF
method, which differs from the traditional SCF scheme by
the consistent use of trust-region techniques for optimization
control, both in the Roothaan–Hall diagonalization step in
Eq. �9� and in the construction of the averaged density matrix
in Eq. �13�. In particular, the traditional Roothaan–Hall ei-
genvalue problem is replaced by a level-shifted eigenvalue
problem, where the level shift is determined from trust-
region considerations, resulting in the TRRH step. Similarly,
the averaged density matrix is determined by a TRDSM
technique rather than by the traditional DIIS method. As we
shall see, the combined use of the TRRH and TRDSM
schemes in the TRSCF method leads to a highly efficient and
robust SCF scheme, characterized, in its most robust imple-
mentation, by a monotonic convergence towards the opti-
mized Kohn–Sham energy.

III. TRUST-REGION ROOTHAAN–HALL OPTIMIZATION

A. The trust-region Roothaan–Hall method

We begin by noting that the solution of the traditional
Roothaan–Hall eigenvalue problem in Eq. �9� may be re-
garded as the minimization of the sum of the energies of the
occupied MOs,11

ERH�D� = 2�
i

�i = 2 Tr F0D , �14�

subject to MO orthonormality constraints,

Cocc
T SCocc = IN/2, �15�

where F0 is typically obtained as a weighted sum of the

Kohn–Sham matrices such as F̄ in Eq. �12�. Since Eq. �14�
represents a crude model of the true Kohn–Sham energy
�with the same first-order term but different zero- and
second-order terms as discussed in Sec. III B�, it has a rather
small trust radius. A global minimization of ERH�D�, as ac-
complished by the solution of the Roothaan–Hall eigenvalue
problem in Eq. �9�, may therefore easily lead to steps that are

longer than the trust radius and hence unreliable. To avoid
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such steps, we shall impose on the optimization of Eq. �14�
the constraint that the new density matrix D does not differ
much from the old matrix D0, that is, the S norm of the
density difference should be equal to a small number �,

�D − D0�S
2 = Tr�D − D0�S�D − D0�S = − 2 Tr D0SDS + N

= � . �16�

The optimization of Eq. �14� subject to the constraints in
Eqs. �15� and �16� may be carried out by introducing the
Lagrangian

L = 2 Tr F0D − 2��Tr DSD0S − 1
2 �N − ���

− 2 Tr ��Cocc
T SCocc − IN/2� , �17�

where � is the undetermined multiplier associated with the
constraint in Eq. �16�, whereas the symmetric matrix � con-
tains the multipliers associated with the MO orthonormality
constraints. Differentiating this Lagrangian with respect to
the MO coefficients and setting the result equal to zero, we
arrive at the level-shifted Roothaan–Hall equations,

�F0 − �SD0S�C̃occ��� = SC̃occ������� . �18�

Since the density matrix in Eq. �10� is invariant to unitary

transformations among the occupied MOs in C̃occ���, we
may transform this eigenvalue problem to the canonical ba-
sis,

�F0 − �SD0S�Cocc��� = SCocc������� , �19�

where the diagonal matrix ���� contains the orbital energies.
Note that, since D0S projects onto the part of Cocc that is
occupied in D0 �see Ref. 11�, the level-shift parameter �
shifts only the energies of the occupied MOs. Therefore, the
role of � is to modify the difference between the energies of
the occupied and virtual MOs, in particular, the HOMO-
LUMO gap.

Clearly, the success of the TRRH method will depend on
our ability to make a judicious choice of the level-shift pa-
rameter � in Eq. �19�. In our standard TRRH implementa-
tion, we determine � by requiring that D��� does not differ
much from D0 in the sense of Eq. �16�, thereby ensuring a
continous and controlled development of the density matrix
from the initial guess to the converged one. In the following
sections we discuss how � is determined in this standard
implementation.

In view of the relative crudeness of the ERH�D� model, a
more robust approach consists of performing a line search
along the path defined by � to obtain the minimum of the
Kohn–Sham energy EKS�D����. Strictly speaking, this opti-
mization is not a line search but rather a one-parameter op-
timization. One-parameter optimizations have previously
been used by Seeger and Pople12 to stabilize convergence of
the RH procedure.

For �→	 Eq. �19� becomes equivalent to solving the
eigenvalue equation,

SD0SCocc
0 = SCocc

0 � , �20�

where 
 has eigenvalue 1 for the set of orbitals that are

occupied in D0 and eigenvalue 0 for the set of virtual orbit-

ownloaded 07 Jun 2013 to 193.157.137.211. This article is copyrighted as indicated in the abstract.
als. Equation �20� thus effectively divide the molecular or-
bitals into a set that is occupied and a set that is unoccupied,
where the density D0 is obtained from the occupied set,

D0 = Cocc
0 �Cocc

0 �T. �21�

Since F0 is the gradient of EKS at D0, the step from Eq. �19�
for large � is in the steepest-descent direction and will there-
fore give a decrease in the Kohn–Sham energy compared to
the energy at D0. However, this TRRH line-search �TRRH-
LS� algorithm is more expensive than the standard method,
requiring the repeated construction of the Kohn–Sham ma-
trix at each SCF iteration.

B. Comparison of the Roothaan–Hall and Kohn–Sham
energy functions

To understand better our strategy for determining the
level-shift parameter � in the Kohn–Sham energy optimiza-
tions, we here examine the Roothaan–Hall model energy of
Eq. �14� in more detail, comparing it with the true Kohn–
Sham energy of Eq. �1�. Expanding the Kohn–Sham and
Roothaan–Hall energies about the reference density matrix
D0 and neglecting the differences between F0 and F�D0�
noted in Sec. II, we obtain

EKS�D� = EKS�D0� + 2 Tr F�D0��D − D0�

+ Tr�D − D0�G�D − D0� + EXC�D� − EXC�D0�

− Tr�D − D0�EXC
�1� �D0� , �22�

ERH�D� = ERH�D0� + 2 Tr F�D0��D − D0� . �23�

These expansions have the same first-order term 2 Tr F�D0�
��D−D0� but different zero- and second-order terms. In an
orthonormal MO basis, we may express any valid density
matrix D in terms of the reference density matrix D0 as

D�K� = exp�− K�D0 exp�K� , �24�

where the antisymmetric rotation matrix may be written in
the form

K = �0 − �T

� 0
	 . �25�

The diagonal block matrices representing rotations among
the occupied MOs and among the virtual MOs are zero since
the density matrix in Eq. �10� is invariant to such rotations
�see Eq. �11��. In terms of K, the first-order Roothaan–Hall
and Kohn–Sham energies may be written as

2 Tr F�D0��D − D0� = 2 Tr F�D0�

��exp�− K�D0 exp�K� − D0� �26�

and thus share a series of higher-order terms in K. If these
shared higher-order terms are larger than the higher-order
terms that occur only in the Kohn–Sham energy in Eq. �22�,
then the energy changes predicted by the Roothaan–Hall
function in Eq. �23� will be a good approximation to the
changes in the Kohn–Sham energy, even for large
rotations K.

Let us now compare the derivatives of the Roothaan–

Hall and Kohn–Sham energies with respect to the orbital-
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rotation parameters �ai �in this paper, i, j, k, and l denote the
occupied indices and a, b, c, and d denote the virtual indi-
ces�. As already established, the two energy functions have
the same gradients,

�EKS
�1��ai = 
 �EKS���

��ai



�=0
= − 4Fai, �27a�

�ERH
�1� �ai = 
 �ERH���

��ai



�=0
= − 4Fai. �27b�

The Hessians are most conveniently expressed in a basis
where the occupied-occupied and virtual-virtual blocks of
the Kohn–Sham matrix are diagonal,

Fab = ab�a, �28a�

Fij = ij�i. �28b�

Since, at convergence where F is fully diagonal, the diagonal
elements �a and �i become the orbital energies, we shall refer
to these as the pseudo-orbital energies or sometimes just the
orbital energies. In this basis, the Hessians of the two energy
functions become

�EKS
�2��aibj = 
 �2EKS���

��ai��bj



�=0
= 4ijab��a − �i� + Maibj ,

�29a�

�ERH
�2� �aibj = 
 �2ERH���

��ai��bj



�=0
= 4ijab��a − �i� , �29b�

where

Maibj = 16gaibj − 4��gabij + gajib� + �EXC
�2� �D��aibj . �30�

Clearly, the Roothaan–Hall Hessian in Eq. �29b� is positive
definite whenever the energies of the occupied orbitals are
lower than the energies of the virtual orbitals, that is, when-
ever the HOMO-LUMO gap is positive. Furthermore, if the
differences �a−�i in the Hessians are large compared to Maibj

in Eq. �30�, then ERH
�2� is a good approximation to EKS

�2�.

C. Quadratically convergent trust-region optimization

To minimize the Roothaan–Hall energy in Eq. �14�, con-
sider the second-order expansion in the orbital-rotation pa-
rameters �,

E2
RH = ERH + �TERH

�1� + 1
2�TERH

�2� � . �31�

The unconstrained Newton step is obtained by setting the
gradient equal to zero,

�E2
RH

��
= ERH

�1� + ERH
�2� � = 0. �32�

Solution of these equations yields the Newton step, with its
fast second-order convergence in the local region. In the glo-
bal region, far away from the true minimum, it is not reason-
able to accept large steps � since the expansion in Eq. �31� is
only a valid approximation to ERH�D� for ����h, where h is
the trust radius. Furthermore, if ERH

�2� is indefinite, the Newton

step in Eq. �32� may not reduce the energy. Therefore, if the
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Hessian is not positive definite or if the Newton step is too
large, we solve instead a modified set of equations, where we
minimize Eq. �31� subject to the constraint ���=h. To ac-
complish this, we introduce an undetermined multiplier �
and set up the Lagrangian

L��,�� = E2
RH + 1

2���T� − h2� , �33�

whose stationary points are determined from the equation

�L��,��
��

= ERH
�1� + ERH

�2� � + �� = 0, �34�

leading to the level-shifted Newton step,

� = − �ERH
�2� + �I�−1ERH

�1� . �35�

The multiplier � is chosen such that ���=h and such that the
energy change predicted by E2

RH is negative. Consider the
first- and second-order changes of the Roothaan–Hall energy,

E1
RH − ERH = �TERH

�1� = − �T�ERH
�2� + �I�� , �36a�

E2
RH − ERH = �TERH

�1� + 1
2�TERH

�2� �

= − 1
2�T�ERH

�2� + �I�� − 1
2��T� . �36b�

If ERH
�2� is positive definite, both corrections are negative for

��0; if ERH
�2� is indefinite, they are negative for ��−�1,

where �1 is the lowest negative eigenvalue �i.e., the HOMO-
LUMO gap�. In general, therefore, we choose � such that
��max�0,−�1�. As discussed in Ref. 6, it is always pos-
sible to find a level-shift parameter � that satisfies this re-
quirement.

D. The quadratically convergent SCF method

It is possible to optimize the Hartree–Fock and Kohn–
Sham energies in Eq. �1� directly, without invoking the
Roothaan–Hall energy function in Eq. �14�. In the second-
order trust-region Newton method, the optimization then
consists of a sequence of level-shifted Newton iterations. At
each iteration, the linear equation in Eq. �35� is solved, re-
placing ERH

�1� and ERH
�2� by EKS

�1� and EKS
�2�, respectively. The

resulting optimization scheme is known as the quadratically
convergent SCF �QC-SCF� method.13,14 The method is qua-
dratically convergent in the local region and has a dynamic
update of the trust region as discussed by Fletcher.7

E. The level-shift parameter in the TRRH method

1. The global region

A TRRH diagonalization step determined with �=0 in
Eq. �19� corresponds to the global minimum of ERH�D�.
Therefore, when we impose the constraint in Eq. �16� on the
difference between the old and new density matrices, then
the step-size control is applied to a global optimization of
ERH�D�. By contrast, in the quadratically convergent trust-
region optimization of ERH��� in Eq. �35�, step-size control
is applied to a local model of ERH���, that is, to the optimi-
zation of the second-order Taylor expansion of the energy
E2

RH��� in Eq. �31� inside the trust region.
In the quadratically convergent trust-region method, we
direct the step towards the minimum by choosing the level-

 Reuse of AIP content is subject to the terms at: http://jcp.aip.org/about/rights_and_permissions



074103-6 Thøgersen et al. J. Chem. Phys. 123, 074103 �2005�

D

shift parameter � in Eq. �35� such that the lowest diagonal
element of the Hessian �a

LUMO−�i
HOMO+� becomes positive.

Alternatively, in the Kohn–Sham diagonalization step in Eq.
�19�, we may ensure positive definiteness by monitoring the
dependence of the pseudo-orbital energies ���� on the level-
shift parameter � in Eq. �19�, adjusting it such that the
HOMO-LUMO gap,

��ai��� = �a
LUMO��� − �i

HOMO��� , �37�

becomes positive. The configuration that defines the HOMO-
LUMO gap is identified from the eigenvalues of Eq. �20� that
are equal to one. Insisting on a smooth development of the
MOs from those that are occupied in D0 to those that are
obtained by diagonalizing Eq. �19�, we restrict � to the in-
terval �min���	, where �min is the smallest value for
which the HOMO-LUMO gap is positive. In addition, the
step must be constrained such that Eq. �16� is fulfilled. In
passing, we note that the reference density matrix D0 may

not always be idempotent, for example, it may be D̄ of Eq.
�13�, in which case its eigenvalues are not exactly 1. In such
cases, the matrix

D̄0
idem = Cocc

0 �Cocc
0 �T �38�

constructed from the eigenvectors of Eq. �20� with D0 re-

placed by D̄ represents a purification of D̄.
The constraint on the change in the AO density in Eq.

�16� refers to a change which may arise not only from small
changes in many MOs but also from large changes in a few
MOs or even in a single MO. In the TRRH algorithm, we
shall require that the changes in the individual MOs are all
small. Expanding the MO �i

new, obtained by diagonalization
of Eq. �19�, in the old MOs, we obtain

�i
new = � j

�� j
old��i

new� j
old + �

a

��a
old��i

new�a
old, �39�

where the first summation is over the occupied MOs and the
second over the virtual MOs. The squared norm of the pro-
jection of �i

new onto the MO space associated with D0 is
therefore

ai
orb = �

j

��� j
old��i

new�2. �40�

To ensure small individual MO changes at each iteration �to
within a unitary transformation of the occupied MOs�, we
shall therefore require

amin
orb = min

i
ai

orb � Amin
orb , �41�

where Amin
orb is close to 1. This constraint also ensures that the

HOMO-LUMO gap in Eq. �37� stays positive.
The Hessians of ERH and EKS in Eq. �29� both contain

the orbital-energy difference term, while the Hessian of EKS

also contains the terms Maibj of Eq. �30�. When � is large
compared to the Maibj terms, the step generated by the level-
shifted diagonalization in Eq. �19� is then of the same quality
as that generated by a quadratically convergent trust-region
optimization of EKS. However, since the step-size control in
Eq. �22� is imposed on the global optimization, the quality of

the step may be further improved relative to that obtained in
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a QC-SCF optimization of the Kohn–Sham energy. When the
level shift � is determined in the global region such that
amin

orb �Amin
orb we see often not just this one orbital but many for

which ai
orb�Amin

orb . In this way a large number of orbitals
change significantly.

2. The local region

To investigate the local convergence of the TRRH algo-
rithm in Eq. �19�, we first note that, in the local region near
convergence, the gradient in Eq. �6� and thus the blocks Fov
and Fvo between the occupied and virtual orbitals in the
Kohn–Sham matrix �in the representation of Eq. �28��,

F = ��o Fov

Fvo �v
	 , �42�

are small, see Eq. �27�. Writing the unitary transformation of
F generated by K in Eq. �25� as

exp�K�F exp�− K� = ��o Fov

Fvo �v
	 + �− �TFvo − �T�v

��o �Fov
	

+ �− Fov� �o�T

− �v� Fvo�
T 	 + O��2� , �43�

we find that, to first order, the block diagonalization of the
Kohn–Sham matrix may be accomplished by solving the fol-
lowing set of linear equations:

Fvo + ��o − �v� = 0 . �44�

Since these equations are identical to the Newton equation in
Eq. �32�, we conclude that, in the local region where the
higher-order terms in � may be neglected, the block diago-
nalization of the Kohn–Sham matrix is equivalent to the so-
lution of the equation

� = − �ERH
�2� �−1ERH

�1� . �45�

Let these equations determine the step of iteration n and
expand the Kohn–Sham gradient at iteration n+1 about it-
eration point n,

EKS�n+1�
�1� = EKS�n�

�1� + EKS�n�
�2� ��n� + O��2�

= EKS�n�
�1� − EKS�n�

�2� �ERH�n�
�2� �−1ERH�n�

�1� + O��2� . �46�

Using Eqs. �27� and �29�, we then obtain

EKS�n+1�
�1� = EKS�n�

�1� − �ERH�n�
�2� + M�n���ERH�n�

�2� �−1EKS�n�
�1�

= − M�n��ERH�n�
�2� �−1EKS�n�

�1� , �47�

having neglected terms proportional to O��2�. Therefore, if
M�n��ERH�n�

�2� �−1 has eigenvalues larger than 1, a simple TRRH

sequence will diverge. This is particularly a problem in the
Kohn–Sham theory, where the HOMO-LUMO gap �the low-
est eigenvalue of ERH

�2� � often is small compared to the con-
tribution from M. To improve upon the local convergence,
we may increase the HOMO-LUMO gap by level shifting,
thereby reducing the magnitude of the eigenvalues of M�n�

��ERH�n�
�2� �−1. We note that, when the simple TRRH sequence

diverges, the TRSCF algorithm may still converge as TRRH

mainly serves to provide a new density and TRDSM then
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optimizes the combination of the various densities.

F. Examples of the trust-region
Roothaan–Hall algorithm

To illustrate how the TRRH algorithm is employed in the
different parts of a Kohn–Sham energy optimization, we here
consider how the level-shift parameter is determined in two
iterations of the zinc complex calculation depicted in Sec.
VII, Fig. 5. We first consider iteration 7, which is in the
global region of the optimization, and then proceed to itera-
tion 22, as an example of a step in the local region.

In Figs. 1�a� and 1�b�, we have plotted the HOMO-
LUMO gap ��ai of Eq. �37� and the overlap parameter amin

orb

of Eq. �41�, respectively, as functions of the level-shift pa-
rameter �. The corresponding changes in the Kohn–Sham
energy �EKS

RH��� �dash line� and in the Roothaan–Hall model
energy �ERH��� �full line� of Eqs. �22� and �23� are plotted
in Fig. 1�c�. We note that the change in the Kohn–Sham
energy has been calculated as

�EKS
RH��� = EKS�D���� − EKS�D̄0

idem� , �48�

where D��� and D̄0
idem are the density matrices calculated

from the solutions to the eigenvalue problems in Eqs. �19�

FIG. 1. �a� The HOMO-LUMO gap ��ai, �b� the minimum overlap amin
orb of

the new occupied orbitals with the previous set of occupied orbitals, and �c�
the changes in the model energy �ERH �—-� and the Kohn–Sham energy
�EKS

RH �---�. All as a function of the level-shift parameter � in the TRRH step
of the seventh iteration of the zinc complex calculation seen in Fig. 5.
and �20�, respectively.

ownloaded 07 Jun 2013 to 193.157.137.211. This article is copyrighted as indicated in the abstract.
In Fig. 1�a�, we see that, in iteration 7, ��ai��� is linear
for ��2.2, as the density matrix changes smoothly with
decreasing � from that of Eq. �20� to that obtained by apply-
ing the Aufbau principle to the solution of Eq. �19�. For �
�2.2, the occupied and virtual orbitals defined by the previ-
ous density interchange. The value of �=5.078 used in this
iteration was chosen from the requirement amin

orb =Amin
orb =0.98

in Eq. �41�, restricting the new orbital component to �0.02.
Figure 1�c� shows that an even lower energy would have
been obtained by reducing the level shift to about 2.4, but it
would be very difficult to identify this optimal value of �
without constructing additional Kohn–Sham matrices, since
the Roothaan–Hall model energy is not accurate for small �.
In short, the identification of � from the overlap requirement
amin

orb =Amin
orb appears to be a good and secure way to control the

step sizes in the optimization.
Figures 2�a�–2�c� are equivalent to Figs. 1�a�–1�c�, but

for iteration 22 in the local part of the optimizaton. Notably,
the linear regime of ��ai��� in Fig. 2�a� now extends to
include �=0, which corresponds to an unconstrained
Roothaan–Hall step. Also, since amin

orb =1.0000 for �=0, we
can no longer determine the level shift from the overlap cri-

orb orb RH

FIG. 2. �a� The HOMO-LUMO gap ��ai, �b� the minimum overlap amin
orb of

the new occupied orbitals with the previous set of occupied orbitals, and �c�
the changes in the model energy �ERH �—-� and the Kohn–Sham energy
�EKS

RH �---�. All as a function of the level-shift parameter � in the TRRH step
of the 22nd iteration of the zinc complex calculation seen in Fig. 5.
terion amin=Amin. From Fig. 2�c�, we see that �EKS��� �dash
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line� takes on its minimum value at �=1.3; for smaller �,
the energy increases, giving a total increase of 6.0·10−5Eh

for �=0.
The TRRH energy increase in the local part of the SCF

optimization is particularly prominent for the DFT calcula-
tions. In the Hartree–Fock calculations, the TRRH model
energy describes the SCF energy equally well in the local
and global regions of the optimization. To avoid the increase
in energy, we could add a constant minimum level shift, but
this may in some cases slow down the convergence. Typi-
cally, the increase in the Kohn–Sham energy in the TRRH
steps in the local region of the optimization is compensated
by a larger energy decrease in the TRDSM step, ensuring
an overall decrease in the Kohn–Sham energy in the itera-
tion.

In Table I, we have listed the values of several param-
eters characterizing the TRRH steps in the TRSCF iterations
of the zinc complex calculation. In the first 17 iterations, the
constraint amin

orb =Amin
orb is active and determines the level-shift

parameter. Note that, in the global region, �ERH is a reason-
able good approximation to �EKS

RH. After iteration 17, the
local region of the Kohn–Sham energy optimization is ap-
proached and �ERH is no longer a good approximation to
�EKS

RH. In this region, the Kohn–Sham energy increases and it
is the TRDSM algorithm that ensures the calculations con-
vergence �see Sec. VII, Table IV�.

IV. TRUST-REGION DENSITY-SUBSPACE
MINIMIZATION IN DFT

After a sequence of the Roothaan–Hall iterations, we
have determined a set of the density matrices Di and a cor-

TABLE I. Convergence details for the TRRH steps in the TRSCF calcula-
tion on the zinc complex in Fig. 5. Energies given in a.u.

Iteration �RH amin
orb ��RH� �EKS

RH �ERH

2 22.57 0.994 −8.366 865 −8.411 913
3 26.71 0.980 −20.122 850 −20.895 267
4 30.54 0.980 −31.041 569 −35.286 269
5 19.21 0.980 −27.278 985 −31.363 274
6 10.31 0.980 −15.101 958 −18.277 717
7 5.07 0.980 −10.675 155 −13.082 691
8 2.96 0.980 −6.749 189 −7.197 438
9 2.18 0.981 −3.181 254 −4.589 630

10 4.68 0.980 0.394 694 −3.712 621
11 1.40 0.980 −1.676 644 −2.885 580
12 1.40 0.980 −1.743 634 −1.775 556
13 0.93 0.980 −0.402 427 −0.843 260
14 0.78 0.980 −0.376 675 −0.622 386
15 0.54 0.981 −0.211 002 −0.227 722
16 0.15 0.982 0.029 066 −0.199 268
17 0.07 0.980 0.010 452 −0.068 243
18 0.00 0.991 0.043 376 −0.037 071
19 0.00 0.997 0.012 644 −0.009 493
20 0.00 0.999 0.001 104 −0.000 931
21 0.00 0.999 0.000 352 −0.000 249
22 0.00 0.999 0.000 059 −0.000 049
23 0.00 0.999 0.000 010 −0.000 006
24 0.00 1.000 0.000 000 −0.000 000
responding set of the Kohn–Sham matrices Fi=F�Di�. The

ownloaded 07 Jun 2013 to 193.157.137.211. This article is copyrighted as indicated in the abstract.
question then arises as to how to make the best use of the
information contained in these collected density and Kohn–
Sham matrices.

A. Parametrization of the DSM density matrix

Taking D0 as the reference density matrix, we write the
improved density matrix as a linear combination of the cur-
rent and previous density matrices,

D̄ = D0 + �
i=0

n

ciDi, �49�

which, ideally, should satisfy the symmetry, trace, and idem-
potency conditions in Eq. �8� of a valid Kohn–Sham density
matrix. Whereas the symmetry condition in Eq. �8a� is trivi-
ally satisfied for any such linear combination, the trace con-
dition in Eq. �8b� holds only for combinations that satisfy the
restriction

�
i=0

n

ci = 0, �50�

leading to a set of n+1 constrained parameters ci with 0
� i�n. Alternatively, an unconstrained set of n parameters ci

with 1� i�n can be used, with c0 defined so that the trace
condition is fulfilled,

c0 = − �
i=1

n

ci. �51�

In terms of these independent parameters, the density matrix

D̄ becomes

D̄ = D0 + D+, �52�

where we have introduced the notations

D+ = �
i=1

n

ciDi0, �53a�

Di0 = Di − D0. �53b�

Unlike the symmetry and trace conditions in Eqs. �8a�
and �8b�, the idempotency condition in Eq. �8c� is in general
not fulfilled for linear combinations of Di. Still, for any av-

eraged density matrix D̄ in Eq. �52� that does not fulfill the
idempotency condition, we may generate a purified density
matrix with a smaller idempotency error by the
transformation,15

D̃ = 3D̄SD̄ − 2D̄SD̄SD̄ . �54�

The purification of the density matrix has previously been
used in connection with minimization of energy
functions.16–19

Introducing the idempotency correction,

D = D̃ − D̄ , �55�

we may then write the purified averaged density matrix in

the form
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D̃ = D0 + D+ + D. �56�

In the following, we shall analyze the relative magnitudes of
the terms D+ and D entering Eq. �56�.

B. Order analysis of the purified averaged
density matrix

For simplicity, we shall work in the orthonormal MO
basis that diagonalizes the reference density matrix,

D0 = �I 0

0 0
	 , �57�

and consider the case with only one additional density matrix
D1. According to Eq. �24�, an antisymmetric matrix K of the
form in Eq. �25� exists such that

D1 = exp�− K�D0 exp�K�

= D0 + �− �T� − �T

− � ��T 	 + O����3� , �58�

giving rise to the following averaged density matrix:

D̄ = D0 + cD10 = D0 + �− c�T� − c�T

− c� c��T 	 + O�c���3� .

�59�

The idempotency error of D̄ is given by

D̄D̄ − D̄ = �c2 − c���T� 0

0 ��T 	 + O�c���4� , �60�

showing that D̄ is idempotent only to first order in �. To

reduce the idempotency error, we subject D̄ to the purifica-
tion in Eq. �54�, obtaining

D̃ = 3D̄2 − 2D̄3 = D0 + �− c2�T� − c�T

− c� c2��T 	 + O�c���3� .

�61�

Finally, comparing Eqs. �59� and �61�, we obtain

D̃ = D̄ + O�c���2� , �62�

demonstrating that the impure and purified average density
matrices differ by terms proportional to c�2. Since the
McWeeny purification in Eq. �54� converges quadratically,
we conclude that the idempotency error of Eq. �62� is pro-
portional to c2���4.

In a more general analysis, we would not assume an
orthonormal basis and we would also include several density
matrices Di=exp�−Ki�D0 exp�Ki�. The essential result is
then that we may write Eq. �56� as

D̃ = D0 + �
i=1

n

ciDi0 + O��
i=1

n

ci�Di0�2	 , �63�

where we have used the fact that Di0 is proportional to �i.
We conclude that while D+ is linear in ci and Di0, the idem-

potency correction D to D̄ is linear in ci but quadratic in Di0.
The conclusions to be derived from this analysis are summa-

rized in Table II.
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C. Construction of the DSM energy function

Having established a useful parametrization of the aver-
aged density matrix in Eq. �52� and having considered its
purification in Eq. �54�, let us now consider how to deter-
mine the best set of coefficients ci. Expanding the energy for
the purified averaged density matrix in Eq. �56� around the
reference density matrix D0, we obtain to second order

E�D̃� = E�D0� + �D+ + D�TE0
�1�

+ 1
2 �D+ + D�TE0

�2��D+ + D� . �64�

To evaluate the terms containing E0
�1� and E0

�2�, we make the
identifications,

E0
�1� = 2F0, �65�

E0
�2�D+ = 2F+ + O�D+

2� , �66�

which follow from Eq. �6� and from the second-order Taylor
expansion of E0

�1� about D0, and where we have generalized
the notation in Eq. �53a� to the Kohn–Sham matrix F+

=�i=1
n ciFi0. Ignoring the terms quadratic in D in Eq. �64�

and quadratic in D+ in Eq. �66�, we then obtain for the DSM
energy,

EDSM�c� = E�D0� + 2 Tr D+F0 + Tr D+F+

+ 2 Tr DF0 + 2 Tr DF+. �67�

Finally, for a more compact notation, we introduce the
weighted Kohn–Sham matrix,

F̄ = F0 + F+ = F0 + �
i=1

n

ciFi0, �68�

and find that the DSM energy may be written in the form

EDSM�c� = E�D̄� + 2 Tr DF̄ , �69�

where the first term is quadratic in the expansion coefficients
ci,

E�D̄� = E�D0� + 2 Tr D+F0 + Tr D+F+, �70�

and the second, idempotency-correction term is quartic in
these coefficients:

2 Tr DF̄ = Tr�6D̄SD̄ − 4D̄SD̄SD̄ − 2D̄�F̄ . �71�

The derivatives of EDSM (c) are straightforwardly obtained

by inserting the expansions of F̄ and D̄, using the indepen-

TABLE II. Comparison of the properties of the unpurified density D̄ and the

purified density D̃.

D̄ D̃

Differences D̄−D0=O�c���� D̃− D̄=O�c���2�
Idempotency error D̄SD̄− D̄=O�c���2� D̃SD̃− D̃=O�c2���4�
Trace error Tr D̄S− N � 2 =0 Tr D̃S− N � 2 =O�c2���4�
dent parameter representation.
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D. Optimization of the DSM energy

The energy function EDSM�c� in Eq. �69� provides an
excellent approximation to the exact Kohn–Sham energy
EKS�c� about D0, with an error cubic in D+. It can be opti-
mized by the trust-region method, as described in Ref. 6,

yielding an improved density matrix D̃, from which the
Kohn–Sham matrix of the next TRRH iteration is con-
structed. However, to avoid the expensive calculation of the

Kohn–Sham matrix from D̃, we use instead in our TRDSM
implementation the averaged Kohn–Sham matrix in Eq. �68�.

As in the TRRH step in Sec. III A, the averaged density

matrix D̄ may also be determined by a line search. Here, the
line search is made in the direction defined by the first step
of the TRDSM algorithm, that is, the step at the expansion
point D0. As in the TRRH step, such a line search is guaran-
teed to reduce the Kohn–Sham energy. We denote this line
search algorithm TRDSM-LS.

In the DSM scheme, we assume that the idempotency

correction D= D̃− D̄ is small relative to D+= D̄−D0, both
when discarding the terms quadratic in D in Eq. �64� and

when constructing the Kohn–Sham matrix from D̄ rather

than from D̃ in the subsequent Roothaan–Hall iteration. As is
seen from Eq. �63�, this assumption holds if the old density
matrices Di are similar to D0. Formally, therefore, we should
include in the TRDSM only density matrices that are similar
to D0. In particular, if the orbital occupations change in the
course of the Roothaan–Hall iterations, we should discard all
density matrices that represent the old occupations.

To demonstrate the validity of the assumption, that D is
2

TABLE III. Convergence details for the TRDSM steps in the TRSCF cal-
culation on the zinc complex in Fig. 5. Energies given in a.u.

Iteration �D�S
2 �D+�S

2 �EKS
DSM �EDSM

3 1.612 753 6.129 310 −48.255 717 −49.742 656
4 1.488 082 12.140 844 −105.996 850 −111.554 301
5 0.206 716 1.594 214 −43.136 482 −41.110 879
6 1.504 099 3.162 679 −26.390 457 −26.511 025
7 0.096 714 1.468 925 −14.755 377 −14.499 582
8 0.110 282 1.525 848 −7.711 220 −7.278 600
9 0.086 759 1.569 113 −5.289 340 −5.165 696

10 0.423 825 1.614 867 −2.684 359 −3.500 173
11 0.196 628 1.002 744 −1.053 899 −1.126 867
12 0.111 409 0.867 238 −1.054 903 −0.936 180
13 0.093 520 0.729 574 −0.658 907 −0.621 180
14 0.054 596 0.324 338 −0.293 889 −0.238 992
15 0.045 721 0.201 434 −0.213 251 −0.170 060
16 0.026 474 0.242 928 −0.104 012 −0.096 482
17 0.011 746 0.071 203 −0.100 694 −0.093 602
18 0.001 512 0.022 758 −0.043 180 −0.042 748
19 0.000 687 0.040 675 −0.057 441 −0.056 819
20 0.000 122 0.011 897 −0.016 501 −0.016 416
21 0.000 025 0.001 164 −0.001 471 −0.001 453
22 0.000 001 0.000 308 −0.000 428 −0.000 427
23 0.000 000 0.000 050 −0.000 076 −0.000 076
24 0.000 000 0.000 009 −0.000 012 −0.000 012
25 0.000 000 0.000 000 −0.000 000 −0.000 000
small compared to D+, we have in Table III listed �D�S
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=Tr DSDS and �D+�S
2=Tr D+SD+S at each iteration of the

zinc complex calculation of Sec. VII. From Fig. 3, where the
ratio �D�S

2 / �D+�S
2 is plotted, we see that, apart from iteration

6, this ratio is always smaller than 0.3 and that it rapidly
converges to zero in the local region. The neglect of the
terms that are quadratic in D in the TRDSM method is thus
well justified. In Table III, we have also listed the model
energy change �EDSM and the actual energy change �EKS

DSM,
obtained as the difference between the Kohn–Sham energies

calculated from the idempotent D̄ �obtained as in Eq. �38��
and from D0: �EKS

DSM=EKS�D̄0
idem�−EKS�D0�. Clearly,

EDSM�c� is an extremely good representation of EKS�c� for
the step sizes taken by the TRDSM algorithm, as expected
since EDSM�c� and EKS�c� differ in terms that are cubic in D+.

E. Comparison of the DSM and EDIIS energies

Neglecting the idempotency correction in the DSM en-

ergy in Eq. �69�, we are left with E�D̄�. In the Hartree–Fock
theory, this remaining term may be expressed in several
equivalent ways. First, it may be written as the energy of the
weighted density matrix,

EHF�D̄� = 2 Tr hD̄ + TrD̄G�D̄� , �72�

where the weighted density matrix is defined as �note the
difference from Eq. �49��

D̄ = �
i=0

n

diDi, �
i=0

n

di = 1. �73�

In their development of the EDIIS method, Kudin et al.4

suggested the alternative form

EEDIIS�D̄� = �
i=0

n

diESCF�Di� −
1

2
Tr �

i,j=0

n

didjFijDij , �74�

where ESCF�D� may be the Hartree–Fock energy or the
Kohn–Sham energy. In the Hartree–Fock theory, Eqs. �70�,
�72�, and �74� are equivalent since the Fock matrix is linear
in the density matrix. By contrast, in the DFT, where the
Kohn–Sham matrix contains terms that are nonlinear in the
density matrix, these expressions are not equivalent. Below,
we discuss some of the consequences of their nonequiva-

FIG. 3. The ratio between the norms of the idempotency correction to the

density �D�S
2= �D̃− D̄�S

2 and the density change �D+�S
2= �D̄−D0�S

2 in the
TRDSM steps of the zinc complex calculation seen in Fig. 5.
lence in the DFT.
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Eliminating d0=1−�i=1
n di from Eq. �74�, we may ex-

press the EDIIS energy in the independent representation of
Eqs. �52� and �53�,

EEDIIS�D̄� = ESCF�D0� + �
i=1

n

di�ESCF�Di� − ESCF�D0��

− �
i=1

n

di Tr Fi0Di0 + �
i,j=1

n

didj Tr F j0D j0

−
1

2 �
i,j=1

n

didj Tr FijDij . �75�

Comparing this expression with E�D̄� of Eq. �70�, we find
that they have the same values at the expansion point D0 but
that their first derivatives differ since

�E�D̄�
�ck

= 2 Tr F0Dk0, �76a�

�EEDIIS�D̄�
�dk

= ESCF�Dk� − ESCF�D0� − Tr Fk0Dk0. �76b�

In the Hartree–Fock theory, it is easy to see that Eqs. �76a�
and �76b� are identical.

The DSM gradient is

�EDSM�c�
�ck

=
�E�D̄�

�ck
+ 2

� Tr DF̄

�ck
. �77�

Since EDSM is equal to EKS to first order, we have that

�EDSM�c�
�ck

=
�EKS

�ck
. �78�

The EDIIS gradient at the expansion point is thus not equal
to the KS gradient as the last nonzero term in Eq. �77� �the
term resulting from the idempotency correction� is missing.
Further the correct gradient in the DSM can only be obtained
in the DFT if Eq. �76a� and not Eq. �76b� is used. It is thus
incorrect to use Eq. �76a� in the DFT even though Eqs. �76a�
and �76b� are equivalent in Hartree–Fock.

V. CONFIGURATION SHIFT
IN THE TRSCF ALGORITHM

Since the TRSCF method has been designed for a
smooth and controlled convergence of the density matrix, it
does not allow for the abrupt changes in the orbitals associ-
ated with configuration shifts. Nevertheless, it may some-
times be advantageous to allow such shifts, as illustrated in
Fig. 4, where we compare two cadmium complex calcula-
tions �see Sec. VII for details�. The “no-shift” optimization
proceeds carefully, allowing only small changes in the den-
sity matrix at each iteration, whereas the “do-shift” optimi-
zation is more daring, accepting abrupt configuration shifts
that reduce the total energy.

In Fig. 4�a�, we have plotted the error in the energy at
each iteration of the two optimizations. The first 13 iterations
are identical; the optimizations are in the global region and

orb
the level shift is determined from the requirement amin

ownloaded 07 Jun 2013 to 193.157.137.211. This article is copyrighted as indicated in the abstract.
=Amin
orb =0.98. In iteration 14, the two optimizations differ. To

understand the reasons for these differences, we have in Fig.
4�b� plotted amin

orb ��� and in Fig. 4�c� �ERH �full line� and
�EKS

RH �dash line� as functions of �. For �=0.25, there is an
abrupt shift in amin

orb ��� from 0.99 to 0.00, representing a con-
figuration shift where the LUMO for ��0.25 becomes the
HOMO for ��0.25. From Fig. 4�c�, we see that this shift
lowers the Kohn–Sham total energy. Because of the abrupt
change in amin

orb ��� at �=0.25, we are unable to identify
amin

orb ���=0.98. In the no-shift calculation, � is chosen larger
than 0.25, whereas, in the do-shift calculation, the undamped
Roothaan–Hall step is taken with �=0.

As the DSM energy model assumes small changes in the
density matrix, the density matrices of all previous iterations
are discarded in iteration 14 of the do-shift calculation, and a
rapid convergence to the optimized state is seen from that
point. In the no-shift calculation, an amin

orb ��� profile similar to
that of iteration 14 is obtained in the next few iterations. In
these iterations, the lowest Hessian eigenvalue is −0.95 a.u.
and the optimization proceeds towards a stationary point.
Finally, in iteration 22, the TRSCF algorithm identifies this
stationary point as a saddle point, moves out of this region,
and converges rapidly to the same minimum as the do-shift
optimization.

FIG. 4. The TRSCF cadmium complex calculation described in Sec. VII. �a�
The convergence without abrupt configuration shift ��� and with abrupt
configuration shift ���. �b� and �c� contain details of the TRRH step in
iteration 14; �b� the minimum overlap amin

orb for the new occupied orbitals
with the previous set of occupied orbitals and �c� the changes in the model
energy �ERH �—� and the actual energy �EKS

RH �---�. All as a function of the
level-shift parameter �.
As this example illustrates, it is important to recognize
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and accept a favorable configuration shift. A configuration
shift may be recognized when an amin

orb ��� profile has an
abrupt change where on the right-hand side amin

orb is close to 1
and on the left-hand side amin

orb is close to 0. To maintain the
high degree of control characteristic of the TRSCF method,
the energy of the new configuration is checked before the
shift is accepted, at the cost of an additional Kohn–Sham
matrix build. As seen from Fig. 4�a�, this check is well worth
the effort, saving more than ten iterations, and thus it is made
an integrated part of our TRSCF implementation.

VI. THE DIIS METHOD VIEWED
AS A QUASI-NEWTON METHOD

Since its introduction by Pulay in 1980, the DIIS method
has been extensively and successfully used to accelerate the
convergence of SCF optimizations. We here present a rederi-
vation of the DIIS method to demonstrate that, in the itera-
tive subspace of density matrices, it is equivalent to a quasi-
Newton method. From this observation, we conclude that, in
the local region of the SCF optimization, the DIIS steps can
be used safely and will lead to fast convergence. The con-
vergence of the DIIS algorithm in the global region is also
discussed and is much more unpredictable.

We assume that, in the course of the SCF optimization,
we have determined a set of n+1 AO density matrices
D0 ,D1 ,D2 , . . . ,Dn and the associated Kohn–Sham or Fock
matrices F�D0� ,F�D1� ,F�D2� , . . . ,F�Dn�. Since the elec-
tronic gradient g�D� is given by11

g�D� = 4�SDF�D� − F�D�DS� , �79�

we also have available the corresponding gradients
g�D0� ,g�D1� ,g�D2� , . . . ,g�Dn�. We now wish to determine a
corrected density matrix,

D̄ = D0 + �
i=1

n

ciDi0, Di0 = Di − D0, �80�

that minimizes the norm of the gradient �g�D̄��. For this pur-
pose, we parameterize the density matrix in terms of an an-
tisymmetric matrix X=−XT and the current density matrix
D0 as11

D�X� = exp�− XS�D0 exp�SX� . �81�

With each old density matrix Di, we now associate an anti-
symmetric matrix Xi such that

Di = exp�− XiS�D0 exp�SXi� = D0 + �D0,Xi�S + O�Xi
2� .

�82�

Introducing the averaged antisymmetric matrix,

X̄ = �
i=1

n

ciXi, �83�
we obtain

ownloaded 07 Jun 2013 to 193.157.137.211. This article is copyrighted as indicated in the abstract.
D�X̄� = D0 + �
i=1

n

ci�D0,Xi�S + O�X̄2� , �84�

where we have used the S-commutator expansion of D�X̄�
analogeous to Eq. �82�. Our task is hence to determine X̄ in

Eq. �83� such that D�X̄� minimizes the gradient norm

�g�D�X̄���. In passing, we note that, whereas D̄ is not in
general idempotent and therefore not a valid density matrix,

D�X̄� is a valid, idempotent density matrix for all choices of
ci.

Expanding the gradient in Eq. �79� about the current-
density matrix D0, we obtain

g�D�X̄�� = g�D0� + H�D0�X̄ + O�X̄2� , �85�

where H�D� is the Jacobian matrix. Neglecting the higher-
order terms, our task is therefore to minimize the norm of the
gradient,

g�c� = g�D0� + �
i=1

n

ciH�D0�Xi, �86�

with respect to the elements of c. For an estimate of
H�D0�Xi, we truncate the expansion,

g�Di� = g�D0� + H�D0�Xi + O�Xi
2� , �87�

and obtain the quasi-Newton condition,

g�Di� − g�D0� = H�D0�Xi. �88�

Inserting this condition into Eq. �86�, we obtain

g�c� = g�D0� + �
i=1

n

ci�g�Di� − g�D0�� = �
i=0

n

cig�Di� , �89�

where we have introduced the parameter c0=1−�i=1
n ci. The

minimization of g�c�= �g�c�� may therefore be carried out as
a least-squares minimization of g�c� in Eq. �89� subject to the
constraint

�
i=0

n

ci = 1. �90�

If we consider g�Di� as an error vector for the density matrix
Di, this procedure becomes identical to the DIIS method.
From Eq. �86� we also see that DIIS may be viewed as a
minimization of the residual for the Newton equation in the
subspace of the density matrix differences Di−D0, i=1, n,
where the quasi-Newton condition is used to set up the sub-
space equations. Since the quasi-Newton steps are reliable
only in the local region of the optimization, we conclude that
the DIIS method can be used safely only in this region, when
the electronic Hessian is positive definite.

The optimal combination of the density matrices is ob-
tained in the DIIS method, by carrying out a least-squares
minimization of the gradient norm subject to the constraint in
Eq. �90�. However, since a small gradient norm in the global
region does not necessarily imply a low Kohn–Sham energy,
the DIIS convergence may be unpredictable. Furthermore,

we may encounter regions where the gradient norms are

 Reuse of AIP content is subject to the terms at: http://jcp.aip.org/about/rights_and_permissions



074103-13 Trust-region self-consistent-field J. Chem. Phys. 123, 074103 �2005�

D

similar but the energies different. The DIIS method may then
diverge, not being able to identify the density matrix of low-
est energy, as illustrated in Sec. VII.

VII. APPLICATIONS

In this section, we give numerical examples to illustrate
the convergence characteristics of the Kohn–Sham TRSCF
calculations, comparing with the DIIS and QC-SCF calcula-
tions. Comparisons are also made with the TRSCF-LS tech-
nique, where the TRRH-LS and TRDSM-LS line-search
methods of Secs. III A and IV D are combined to set up an
expensive but highly robust method, in which the lowest
Kohn–Sham energy is identified by a line search at each step.
In Sec. VII A, we discuss the calculations on the zinc com-
plex in Fig. 5, where Zn2+ is complexated with
ethylenediamine-N, N�-disuccinic acid �EDDS�, an isomer

TABLE IV. Convergence details for the TRSCF calcu

Iteration �EKS �EKS
DSM

2 −8.366 865 0.000 000
3 −68.378 567 −48.255 717
4 −137.038 420 −105.996 850
5 −70.415 468 −43.136 482
6 −41.492 416 −26.390 457
7 −25.430 533 −14.755 377
8 −14.460 409 −7.711 220
9 −8.470 594 −5.289 340

10 −2.289 664 −2.684 359
11 −2.730 543 −1.053 899
12 −2.798 537 −1.054 903
13 −1.061 335 −0.658 907
14 −0.670 565 −0.293 889
15 −0.424 253 −0.213 251
16 −0.074 945 −0.104 012
17 −0.090 241 −0.100 694
18 0.000 195 −0.043 180
19 −0.044 797 −0.057 441
20 −0.015 396 −0.016 501
21 −0.001 118 −0.001 471
22 −0.000 368 −0.000 428
23 −0.000 066 −0.000 076
24 −0.000 011 −0.000 012
25 −0.000 000 −0.000 000

FIG. 5. The convergence of different algorithms in a LDA/6-31G computa-
tion with core Hamiltonian start guess for the zinc complex depicted in the
lower left corner. The algorithms being QC-SCF ���, DIIS ���, TRSCF
���, and TRSCF-LS ���.
ownloaded 07 Jun 2013 to 193.157.137.211. This article is copyrighted as indicated in the abstract.
to ethylenediamine tetra-acetic acid �EDTA�. Next, in Sec.
VII B, we consider the calculations on five different systems.
All calculations have been carried out with a local version of
the DALTON program package.20 Unless otherwise indicated,
the starting orbitals have been obtained by diagonalization of
the one-electron Hamiltonian.

A. Calculations on the zinc complex

In Fig. 5, we have plotted the error in the Kohn–Sham
energy at each iteration of LDA/6-31G calculations on the
zinc complex. The standard TRSCF method ��� performs
almost as well as the very smooth but much more expensive
TRSCF-LS method ���, giving a somewhat higher energy
between iterations 13 and 22. By contrast, the DIIS method
��� shows no sign of converging; after 100 iterations, the
Kohn–Sham gradient norm is still about 20. Whereas the
smooth TRSCF convergence arises because Hessian infor-
mation is used to ensure downhill TRRH and TRDSM steps
at each iteration, no such information is employed in the
DIIS method. Finally, the QC-SCF method ��� converges
but exceedingly slow—even after 90 iterations it has not
reached the quadratically convergent local region! The diffi-
culties experienced with the QC-SCF method illustrate
clearly that the use of Hessian information by itself is no
guarantee of fast convergence.

More details about the TRSCF zinc complex calculation
are given in Tables I–V and in Figs. 1–3 and 6, partly dis-
cussed in Secs. III F and IV D. In Table IV, we have listed
the changes in the Kohn–Sham energy generated separately
in the TRRH ��EKS

RH� and TRDSM ��EKS
DSM� steps at each

SCF iteration, and likewise the norms of the changes in the

on the zinc complex in Fig. 5. Energies given in a.u.

�EKS
RH �D̄n−Dn�S �DSM�

2 �Dn+1− D̄n�S
2

−8.366 865 0.000 000 0.197 607
−20.122 850 6.129 310 1.141 536
−31.041 569 12.140 844 1.265 250
−27.278 985 1.594 214 1.031 844
−15.101 958 3.162 679 1.467 802
−10.675 155 1.468 925 1.364 944

−6.749 189 1.525 848 1.249 827
−3.181 254 1.569 113 1.040 337

0.394 694 1.614 867 0.817 844
−1.676 644 1.002 744 1.060 298
−1.743 634 0.867 238 0.632 009
−0.402 427 0.729 574 0.410 434
−0.376 675 0.324 338 0.351 715
−0.211 002 0.201 434 0.203 170

0.029 066 0.242 928 0.302 723
0.010 452 0.071 203 0.175 917
0.043 376 0.022 758 0.126 709
0.012 644 0.047 885 0.032 787
0.001 104 0.011 897 0.002 976
0.000 352 0.001 164 0.000 668
0.000 059 0.000 308 0.000 111
0.000 010 0.000 050 0.000 019
0.000 000 0.000 009 0.000 001
0.000 000 0.000 000 0.000 000
lation
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density matrix in the TRRH ��Dn+1− D̄n�S �RH�
2 � and TRDSM

��D̄n−Dn�S �DSM�
2 � steps. Remarkably, the TRDSM step con-

sistently reduces the energy more than the TRRH step. In-
deed, after iteration 15, each TRRH step increases rather
than decreases the energy. Apparently, in the local region, the
role of the TRRH step is reduced to that of improving that
variational space of the subsequent TRDSM step. From the
table, we also see that the largest changes in the density
matrix are generated by the TRDSM step rather than by the
TRRH step.

For the TRRH and TRDSM steps, we have at each itera-
tion determined the overlap ai

orb in Eq. �40� of each generated
occupied orbital �i

new with the previous orbitals � j
old. In Fig.

6, the number of orbitals at each iteration with ai
orb�0.98

�i.e., with large rotations� is illustrated in a bar chart. As we
require ai

orb�0.98 in the Roothaan–Hall steps, the TRRH

TABLE V. The density of each iteration compared to the optimized one.

Iteration �Dconv−Dn�S
2 amin

orb �conv,n�

2 66.952 673 0.0965
3 65.174 713 0.0955
4 56.502 973 0.0927
5 51.210 143 0.1017
6 48.482 773 0.1411
7 42.682 641 0.1394
8 35.617 332 0.1992
9 26.551 913 0.3183
10 18.298 431 0.4094
11 14.152 342 0.4983
12 9.767 169 0.6927
13 6.184 621 0.6859
14 3.844 299 0.9187
15 2.240 436 0.9194
16 1.018 810 0.9771
17 0.200 374 0.9952
18 0.064 181 0.9984
19 0.043 906 0.9967
20 0.011 531 0.9996
21 0.001 092 0.9999
22 0.000 309 0.9999
23 0.000 053 0.9999
24 0.000 009 0.9999
25 0.000 000 0.9999

FIG. 6. The number of occupied orbitals in the TRRH and TRDSM steps
with an overlap less than 0.98 to the previous set of occupied orbitals for

each step in the SCF iteration.
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bars simply represent the number of orbitals with ai
orb

�0.98. In the TRDSM step, however, no such restrictions
are imposed and a large number of orbitals with ai

orb�0.98
are observed. Indeed, in the first few DSM steps, overlaps as
small as 0.76 occur, leading to far larger changes than those
accepted in the Roothaan–Hall step, emphasizing the impor-
tant role played by the TRDSM step in achieving orbital
reorganizations in a controlled manner.

In Table V, we have listed the norm of the difference
between the current-density matrix Dn at each iteration and
the final converged density matrix Dconv; also, we have listed
amin

orb �conv,n�, which is the smallest overlap �in the sense of
Eq. �41�� of the current occupied orbitals, with the converged
ones. Clearly, very large changes occur in the density matrix
and the orbitals in the course of the optimization, in particu-
lar, during the first 17 iterations; in the remaining iterations,
only small adjustments are made. In spite of the large overall
changes made to the orbitals, they have been accomplished
in a controlled and reliable manner.

In Fig. 7, we have plotted the errors for the same LDA/
6-31G optimization as in Fig. 5, but with the starting orbitals
obtained from a Hückel calculation rather than from the di-
agonalization of the one-electron Hamiltonian. Convergence
is now faster, with the TRSCF-LS ��� and TRSCF ��� meth-
ods behaving in the same smooth manner as before. More
importantly, with this improved starting guess, the DIIS
method ��� converges in almost the same number of itera-
tions as the TRSCF method, although less smoothly.

Finally, in Fig. 8, we have the same plot as in Fig. 7, but
in the STO-3G rather than 6-31G basis �still with a Hückel
guess�. Somewhat surprisingly, convergence is more difficult
in this smaller basis. Indeed, after 100 iterations, the DIIS
method ��� has not yet converged, with a Kohn–Sham gra-
dient norm as large as 10. The standard TRSCF method ���
still converges, but now in a less smooth manner than the
TRSCF-LS ��� method. As mentioned in Sec. III E 2, when
the HOMO-LUMO gap is particularly small, it may some-
times be necessary to enforce a minimum TRRH level shift
to achieve convergence. Indeed, in the TRSCF optimization
��� in Fig. 8, we require ��0.1 throughout the calculation.

B. Calculations on a variety of molecules

In Fig. 9, we have plotted the errors in the energy at each
SCF iteration, for a variety of molecules at the LDA level of
theory: the zinc complex ��� from Fig. 5 in the 6-31G basis
set; the rhodium complex ��� from Ref. 6 in the Ahlrichs-
VDZ basis21 with STO-3G on the rhodium atom; a cadmium
complexed with an imidazole ring ��� in the STO-3G basis;
the CH3CHO molecule ��� in the cc-pVTZ basis,22 and the
H2O molecule ��� in the cc-pVTZ basis.

For the TRSCF-LS method, convergence is smooth for
all systems, as expected. Likewise, in the TRSCF calcula-
tions �with no restrictions enforced on the TRRH level-shift
parameter�, convergence is still good although not as smooth
as in the TRSCF-LS calculations. The behavior of the DIIS
method is somewhat more erratic, in particular, in the global

region; in the local region, it converges as well as the TRSCF
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method. These observations are in agreement with our dis-
cussion in Sec. VI. The DIIS zinc complex calculation does
not converge as discussed above.

In Fig. 9, we have also included the results from the
DIIS-TRRH optimizations. These calculations differ from
the DIIS calculations in that we have used a level-shift pa-
rameter in the Roothaan–Hall diagonalization step; alterna-
tively, DIIS-TRRH may be viewed as different from TRSCF
in that we have replaced the TRDSM steps by DIIS steps.
Somewhat surprisingly, only the water calculation converges
with the DIIS-TRRH method. To understand this behavior,
we note that, in the global region, the TRRH method typi-
cally produces gradients that do not change much, even
though large changes may occur in the energy. In such cases,
the DIIS method may stall, not being able to identify a good
combination of density matrices.

This behavior is illustrated in Table VI, where we have
listed the gradient norm and Kohn–Sham energy of the first
six iterations of the cadmium complex calculation in Fig. 9.
The TRSCF and DIIS-TRRH gradients stay almost the same
during these iterations, stalling the DIIS-TRRH optimization
but not the TRSCF optimization, whose energy decreases in
each iteration. In the pure DIIS optimization, by contrast, the
gradient changes significantly from iteration to iteration; at
the same time, the energy decreases at each iteration except
the fifth, where also the gradient norm increases. Eventually,
DIIS enters the local region with its rapid rate of conver-
gence although we note, in the DIIS panel in Fig. 9, a sud-
den, large increase in the energy for the cadmium complex

FIG. 7. The convergence of different algorithms in a LDA/6-31G computa-
tion with Hückel start guess for the zinc complex in Fig. 5. The algorithms
being DIIS ���, TRSCF ���, and TRSCF-LS ���.

FIG. 8. The convergence of different algorithms in a LDA/STO-3G compu-
tation with Hückel start guess for the zinc complex in Fig. 5. The algorithms

being DIIS ���, TRSCF ���, and TRSCF-LS ���.
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calculation ��� in iterations 10 and 11. However, these
changes are accompanied with large increases in the gradient
norm, allowing DIIS to recover safely.

VIII. CONCLUSIONS

In this paper, the trust-region SCF �TRSCF� algorithm
introduced in Ref. 6 has been further developed to make it
applicable to the optimization of the Kohn–Sham energy. In
the TRSCF method, both the Roothaan–Hall step and the
density-subspace minimization �DSM� step are replaced by
optimizations of local energy models of the Hartree–Fock/
Kohn–Sham energy ESCF. These local models have the same
gradient as the true energy ESCF but an approximate Hessian.
Restricting the steps of the TRSCF algorithm to the trust
region of these local models, that is, to the region where the
local models approximate ESCF well, smooth and fast conver-

FIG. 9. The convergence in LDA calculations for a variety of molecules
using the TRSCF-LS, TRSCF, DIIS, and DIIS-TRRH approaches, respec-
tively. The molecules being a zinc complex ���, rhodium complex ���,
cadmium complex ���, CH3CHO ���, and H2O ���.
gence may be obtained to the optimized energy.
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In the previous implementation of the TRSCF algorithm,
the focus was on the optimization of the Hartree–Fock en-
ergy. As the Kohn–Sham energy is nonquadratic in the den-
sity matrix, the local DSM energy model has been general-
ized and is now expanded about the current-density matrix
D0 in the subspace of the density matrices Di of the previous
iterations. To satisfy the idempotency condition, the energy
model function is parametrized in terms of a purified aver-
aged density matrix. The local energy function is correct to
second order in Di−D0 and can be set up solely in terms of
the density matrices and Kohn–Sham matrices of the previ-
ous iterations. In the Hartree–Fock theory, the new local en-
ergy model is identical to the one previously used in TRSCF
optimizations.

The EDIIS function is discussed in the context of the
proposed model. In the Hartree–Fock theory, the EDIIS func-
tion is obtained from our proposed energy function by ne-
glecting terms that result from the purification of the density
matrix; the EDIIS function therefore does not reproduce the
Hartree–Fock gradient at the expansion point. In the DFT,
the EDIIS function is inappropriate for other reasons as well.

A rederivation of the original DIIS algorithm is also per-
formed to understand when it can safely be applied. In par-
ticular, it is shown that the DIIS method may be viewed as a
quasi-Newton method, thus explaining its fast local conver-
gence. In the global region, its behavior is less predictable,
although we note that its gradient-norm minimization mecha-
nism usually allows it to recover safely from sudden, large
increases in the total energy brought on by the Roothaan–
Hall iterations.

The TRSCF scheme is tested both in a computationally
demanding, robust line-search implementation �TRSCF-LS�,
and in our standard implementation, where only the Fock/
Kohn–Sham matrices of previous iterations are used. Our
test calculations indicate not only that the TRSCF-LS
method is a highly stable and robust method, but also that the
standard TRSCF implementation converges rapidly in most
cases, with little degradation relative to the TRSCF-LS
scheme.

Relative to these schemes, the DIIS method is somewhat
more erratic since it makes no use of Hessian information
and therefore cannot predict reliably what directions will re-
duce the total energy. For example, in situations where the
energy changes in the course of the iterations but the gradient

TABLE VI. The gradient norm �g�= �4�SDF−FDS��
lations seen in Fig. 9.

Iteration

DIIS

EKS �g�

1 −5597.0 7.8
2 −5502.3 14.9
3 −5602.1 9.7
4 −5628.5 2.1
5 −5627.4 3.5
6 −5628.8 0.8

conv
does not, the DIIS algorithm is unable to identify the density
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matrix with the lowest energy and may diverge. Neverthe-
less, the DIIS method handles most optimizations amazingly
well, which is particularly impressive in view of its very
simplicity; never has so few lines of code done so much
good for so many calculations. In general, however, it is
outperformed by the TRSCF method, which introduces Hes-
sian information at little extra cost, and is well founded in
the global as well as local regions of the optimization.

The current formulation of TRSCF requires a few diago-
nalizations in each TRRH step, and to obtain linear scaling
these diagonalizations should be avoided. An even more ef-
ficient algorithm may be obtained if the Roothaan–Hall and
DSM steps are integrated in such a manner that the informa-
tion from the previous density matrices are directly used in
the Roothaan–Hall optimization step. Work along these lines
is in progress.
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