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We present a novel method for the optimization of Hartree–Fock and Kohn–Sham energies that does
not suffer from the flaws of the conventionally used two-step Roothaan–Hall �RH� with direct
inversion in iterative subspace �DIIS� acceleration scheme, improving the reliability of the
optimization while reducing its cost. The key to its success is the replacement of the two separate
steps of each RH/DIIS iteration by a single concerted step that fully exploits the Hessian information
available from the previous iterations. It is a trust-region based method and therefore by design
converges to an energy minimum. Numerical examples are given to illustrate that the algorithm is
robust and cost efficient, converging smoothly to a minimum also in cases when the RH/DIIS
algorithm fails to converge or when it converges to a saddle point rather than to a minimum. The
algorithm is based on matrix multiplications and becomes linearly scaling for sufficiently large
systems. © 2008 American Institute of Physics. �DOI: 10.1063/1.2974099�

I. INTRODUCTION

The standard approach for optimizing Hartree–Fock
�HF� and Kohn–Sham �KS� one-electron density matrices is
essentially a two-step iterative procedure. In the first step of
each iteration, a new density matrix is generated by a
Roothaan–Hall �RH� diagonalization of the Fock/KS matrix.
In the second step, this new density matrix is linearly com-
bined with the previous density matrices to yield an optimal,
averaged density matrix for the subsequent iteration. This
averaging is typically accomplished by using Pulay’s method
of direct inversion in the iterative subspace �DIIS�.1,2

The RH/DIIS approach has been very successful but
does fail occasionally, either by converging to a saddle point
�with an indefinite Hessian� rather than to the minimum
�with a positive definite Hessian� or by diverging. Whereas
divergence is a blatant failure, convergence to a saddle point
is more pernicious in that it typically leaves the user unaware
that the found solution does not properly represent the elec-
tronic ground state. The nature of the stationary point is very
rarely analyzed as the cost such an analysis is comparable to
that of the whole optimization.

One situation where the RH/DIIS method fails is when
the Hessian of the RH energy is indefinite, unlike the true
Hessian, which is positive definite at convergence. In the
molecular-orbital �MO� basis, the RH Hessian is diagonal
and contains the energy differences between the occupied
and virtual orbitals. The Aufbau principle, which is an intrin-
sic part of the RH/DIIS optimization, relies on the assump-
tion that the RH and HF/KS Hessians are both positive defi-
nite at convergence. The structural deficiency of the RH

Hessian is typically corrected for by level shifting—that is,
by subtracting, in the MO basis, a constant diagonal matrix
from the occupied-occupied block of the Fock/KS matrix,
which will often force convergence in the RH/DIIS scheme.
However, overruling the Aufbau principle greatly increases
the risk of converging to a saddle point.

The failures of the RH/DIIS scheme occur because of an
inherent weakness of the two-step approach—namely, its in-
ability to utilize efficiently structural information about the
electronic Hessian. Both in the RH step and in the DIIS step,
curvature information is used. However, the curvature infor-
mation that is used separately in each of these two steps is
incomplete and structurally different. Only by combining
these two sources of curvature information can a structurally
correct and quantitatively reliable Hessian be obtained. We
here present a novel method for the minimization of the
HF/KS energy that, through a proper use of curvature infor-
mation, ensures convergence to a minimum of the HF/KS
energy. Whether the minimum is local or global cannot be
determined, but it is definitely a desired feature of a numeri-
cal optimization algorithm that convergence to a saddle point
is avoided, and that a minimum �local or global� is found. In
each iteration, we construct a local quadratic model of the
HF/KS energy that is exact in the directions of the previous
density matrices and a good approximation in the remaining
directions. The new density matrix is obtained by applying
the trust-region minimization method to this quadratic
model,3 thereby ensuring that the energy is lowered at each
iteration. Since the algorithm exploits information about the
structure of the Hessian, it converges by design to a mini-
mum. Moreover, the proposed scheme does not require di-
agonalization and becomes, for sufficiently large systems, ofa�Electronic mail:stinne@chem.au.dk.
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linear complexity. A novel approach to obtaining the initial
guess, which directs the optimization toward the global mini-
mum, is currently being developed.4

Our method differs from previous HF/KS optimization
methods in that it does not involve two separate computa-
tional steps �RH diagonalizaton and DIIS averaging� at each
iteration. Rather, each iteration contains a single step �the
solution of Newton-type equations� that makes full use of the
curvature information available from previous iterations. In
essence, the Hessian of the local quadratic model consists of
the Hessian of the RH energy, augmented with a contribution
that is obtained by invoking the quasi-Newton condition in
the subspace of the density and Fock/KS matrices of the
previous iterations. The algorithm is termed the augmented
RH �ARH� scheme. Newton5,6 and quasi-Newton7,8 equa-
tions have previously been solved in connection with the
optimization of the HF/KS energy. The ARH algorithm may
be viewed as a quasi-Newton trust-region based optimization
of the HF/KS energy,3 where an innovative approach is used
for updating the Hessian matrix.9

Previous attempts at improving the RH/DIIS scheme
have modified the RH diagonalization and DIIS steps sepa-
rately. In the density-matrix subspace �DSM� approach, the
DIIS density-matrix averaging step is replaced by a minimi-
zation of a local quadratic energy model.10,11 The energy-
DIIS approach is obtained by neglecting the idempotency
contributions from the DSM local quadratic energy model.12

Since it is impossible to make optimal use of the curvature
information in a two-step approach, these previous attempts
have left room for significant new developments.

II. THEORY

In HF and KS theories, all properties of the system are
obtained from the density matrix D, which in a basis with
overlap matrix S satisfies the symmetry, trace, and idempo-
tency conditions

DT = D, Tr DS = Nel, DSD = D , �1�

where Nel is the number of electrons. When optimizing the
HF/KS energy, all variations in the density matrix must com-
ply with these conditions. The allowed transformations are
conveniently performed in the exponential parameterization
of Refs. 13 and 14, as discussed in Sec. II A.

When optimizing the density matrix, it is possible to
work directly in the nonorthogonal basis of the atomic orbit-
als �AOs�, with SAO�I. However, an initial transformation
to an orthonormalized AO �OAO� basis with SOAO=I has
some important advantages. First, it reduces the condition
number of the Hessian with respect to valid density-matrix
variations by several orders of magnitude, greatly simplify-
ing the iterative solution of the resulting equations. Second,
the matrix algebra is simplified since all multiplications with
the overlap matrix are avoided. The OAO basis used in this
work is given by the principal square-root or the Löwdin
decomposition

SAO = SAO
1/2SAO

1/2 . �2�

The Löwdin basis is used since it is the orthonormal basis
that, in a least-squares sense, resembles the original AO basis
most closely, thereby preserving locality to the greatest pos-
sible extent.15 Furthermore, the transformation to the Löwdin
basis can be performed straightforwardly in a linear-scaling
manner.16 In the following, we shall therefore work exclu-
sively in the Löwdin OAO basis, for which S=I simplifies
the trace and idempotency conditions of Eq. �1� to Tr D
=Nel and D2=D.

A. Newton’s method

We consider here the iterative minimization of the KS
energy E�D� with respect to valid modifications in the one-
electron density matrix D. Assuming that the density matrix
in an orthonormal basis at the nth iteration is given by Dn, all
valid density matrices may be parameterized as

Dn�X� = exp�− P�X��Dn exp�P�X�� , �3�

where X is an antisymmetric matrix and where we have in-
troduced

P�X� = PoXPv + PvXPo �4�

in terms of the projectors onto the occupied and virtual or-
bital spaces

Po = Dn, Pv = I − Dn. �5�

We now express the energy as a function of X

E�X� = E�Dn�X�� �6�

and expand it in the independent parameters X� of the anti-
symmetric matrix X as

E�X� = E�0� + �
�

E�X� +
1

2�
��

E��X�X� + ¯ �7�

using upper indices to indicate differentiation with respect to
the elements of X at X=0. Thus, E� and E�� are the elements
of the gradient and Hessian, respectively, of the electronic
energy Eq. �6� at X�=0,

E� = � dE�X�
dX�

�
X=0

, E�� = � d2E�X�
dX�dX�

�
X=0

. �8�

To obtain an improved density matrix, we truncate the ex-
pansion Eq. �7� at second order and set the derivative equal
to zero,

�
�

E��X� = − E�. �9�

These are the Newton equations from which an improved
density matrix may be calculated according to Eq. �3�.

For computational purposes, it is convenient to express
the Newton equations in terms of derivatives of E�D�. Using
the chain rule, we obtain from Eq. �8� the following expres-
sions for the gradient and Hessian elements:

E� = �
�

E�D�
�, �10�
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E�� = �
�

E�D�
�� + �

��

E��D�
�D�

� , �11�

where we have introduced the gradient and Hessian elements

E� = �dE�D�
dD�

�
D=Dn

, E�� = � d2E�D�
dD�dD�

�
D=Dn

, �12�

D�
� = �dD��X�

dX�
�

X=0
, D�

�� = �d2D��X�
dX�dX�

�
X=0

. �13�

We note that there are two contributions to the Hessian, one
arising from the second derivative of the density matrix with
respect to the elements of X and one arising from the second
derivative of the energy with respect to the elements of D.
Inserting these expressions into Eq. �9�, we obtain the New-
ton equations

�
��

E�D�
��X� + �

���

E��D�
�D�

�X� = − �
�

E�D�
�. �14�

We shall further express these equations in terms of the
Fock/KS matrix F and its first-order variation G�M� in the
direction of M, whose elements are defined as

F� = 1
2E�, �15�

G��M� =
1

2�
�

E��M�. �16�

In terms of these matrices, the Newton equations may be
written in the form

�
�

Tr FnDn
��X� + �

�

Tr Gn�Dn
�X��Dn

� = − Tr FnDn
�, �17�

where the subscript n indicates that all quantities have been
evaluated from the density matrix Dn of the nth iteration. It
only remains to express the first and second derivatives of
the density matrix in a more explicit manner. From the
Baker–Campbell–Hausdorff �BCH� expansion14 �Eq. �3��

Dn�X� = Dn + �Dn,P�X�� + 1
2 ��Dn,P�X��,P�X�� + ¯ ,

�18�

we obtain the following expansion for a symmetric matrix M
�Ref. 17�

Tr MDn�X� = Tr Moo + Tr�Mvo − Mov�X

+ Tr�Moo − Mvv�X2 + ¯ , �19�

where we have introduced the notation

Mab = PaMPb �20�

and used the idempotency relations Po
2=Po and Pv

2=Pv and
the orthogonality relations PoPv=PvPo=0. From this expan-
sion, we find that the Newton equations �Eq. �17�� may be
written in the matrix form

�Fn
vv − Fn

oo�X + X�Fn
vv − Fn

oo� + Gn
ov��Dn,X�� − Gn

vo��Dn,X��

= − �Fn
ov − Fn

vo� . �21�

These equations are solved iteratively by carrying out linear

transformations of trial matrices by the Hessian at each
iteration.

There are two distinct contributions to the linear trans-
formations of trial matrices. The first contribution is simple,
involving only matrix algebra with occupied-occupied and
virtual-virtual projections of the Fock/KS matrix. In the ca-
nonical basis, these projections would be diagonal, contain-
ing the energies of the occupied and virtual orbitals on the
diagonal, respectively. In the OAO basis, they are not diag-
onal but still easily calculated from Eq. �20�. The second
contribution to the Hessian in Eq. �21� involves Gn and is
much more expensive, being equivalent to the evaluation of
a full Fock/KS matrix at each iteration in the solution of the
Newton equations. It is therefore worthwhile to look for ap-
proximations to the full Newton equations �Eq. �21��, where
this contribution is simplified. In the following, we shall first
consider the RH method, where this contribution is com-
pletely neglected. Next, we shall consider the ARH method,
where instead the second Hessian contribution is retained in
an approximate form, based on the quasi-Newton condition.

The right-hand side of the Newton equations �Eq. �21��
is the negative gradient of the electronic energy with respect
to all valid modifications of the density matrix Fn

ov−Fn
vo

= �Dn ,Fn�. At convergence, therefore, the Fock/KS matrix
commutes with the density matrix

DnFn = FnDn �at convergence� . �22�

The Newton equations are repeated until this condition is
satisfied �to within some numerical threshold�. In Sec. III, we
shall see how the Newton equations may be modified �by
level shifting� to ensure global convergence of the Newton
iterations.

B. The Roothaan–Hall method

In the RH method, we neglect the expensive second con-
tribution to the Hessian transformation in Eq. �21� and obtain
the RH Newton equations

�Fn
vv − Fn

oo�X + X�Fn
vv − Fn

oo� = − �Fn
ov − Fn

vo� , �23�

whose solution only requires a knowledge of the �undiffer-
entiated� Fock/KS matrix Fn and therefore is much less ex-
pensive than the full Newton equations.

As derived here, the RH Newton equations �Eq. �23�� are
approximate Newton equations of the exact KS energy. Al-
ternatively, they may be derived as the exact Newton equa-
tions of an approximate KS energy. Using the fact that Fn

= �dE�D� /dD� �D=Dn
, we obtain the following approximate

energy expression, correct to first order in the density matrix:

ERH�X� = E�0� + 2 Tr FnDn�X� . �24�

This expression may now be treated in exactly the same
manner as the full energy expression E�X� in Eq. �6�, yield-
ing the RH Newton equations �Eq. �23��. We note that the
minimization of Eq. �24� to yield Dn+1=D�Xmin� is equiva-
lent to an RH diagonalization step. To see this, we write the
density matrix in the form �assuming an orthonormal basis�
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D = CCT, CTC = I , �25�

where the dimensions of C is N �the number of basis func-
tions� times Nel �the number of electrons�. As is easily veri-
fied, the constraints CTC=I ensure that the density matrix
satisfies the conditions D2=D, Tr D=Nel, and DT=D. Intro-
ducing undetermined multipliers for the constraints CTC=I,
we obtain the Lagrangian

LRH�C� = E�0� + 2 Tr FnCCT − 2 Tr ��CTC − I� . �26�

Differentiation of this Lagrangian with respect to C, we ob-
tain the eigenvalue problem

FnCn+1 = Cn+1�n+1. �27�

Since orthogonality is automatically ensured for eigenvectors
of a symmetric matrix, we may set the off-diagonal elements
of � to zero, thereby demonstrating that the full minimization
of Eq. �24� with respect to X is equivalent to RH diagonal-
ization in the sense that Dn+1=Cn+1Cn+1

T .
We note that the solution of the RH Newton equations

�Eq. �23�� is only equivalent to the first step in iterative mini-
mization of Eq. �24�. Clearly, it would be possible to con-
tinue the minimization of Eq. �24� by carrying out additional
RH Newton iterations, possibly subject to trust-region step-
size constraints to ensure convergence. In this manner, we
have successfully replaced the RH diagonalization step by a
Newton minimization process, dominated by elementary ma-
trix algebra. Since the Newton scheme is based on matrix
multiplications, it is easy to parallelize and can take advan-
tage of sparsity, making it preferable to the traditional diago-
nalization step for large systems. Nevertheless, even though
we may in this manner avoid the diagonalization bottleneck
for large systems, we are still faced with the global conver-
gence problems of the standard self-consistent field �SCF�
optimization scheme—namely, that the minimization of the
KS energy based on the repeated diagonalization of the
Fock/KS matrix converges only in simple cases. Clearly,
therefore, the neglect of the second contribution to the New-
ton equations �Eq. �21�� is a too dramatic approximation if
we wish to optimize the KS energy reliably. To stabilize the
iterations, the DIIS scheme has been introduced. In the fol-
lowing subsection, we shall see how it is possible to set up a
better approximation to the full Newton equations, which
requires no more effort than the DIIS scheme, while retain-
ing the robustness of the full Newton scheme.

C. The augmented RH method

To see how the cost of the second Hessian contribution
to the linear transformation in Eq. �21� can be reduced, con-
sider the evaluation of Eq. �16� in the direction of the previ-
ous density matrices

Din = Di − Dn. �28�

Substitution into Eq. �16� then gives the quasi-Newton ex-
pression

Gn�Din� = Fin + O�Din
2 � , �29�

where we have introduced the notation

Fin = Fi − Fn. �30�

In HF theory, where the Fock matrix is linear in the density
matrix, the relation Eq. �29� is exact. In KS theory, where the
KS matrix depends on the density matrix in a more compli-
cated manner, Eq. �29� is an approximation. Clearly, the
Fock/KS matrices Fin carry important information about the
Hessian �approximate or exact� in the directions of the pre-
vious density matrices Din. In particular, for a system de-
scribed by N basis functions �AOs�, we can after N�N
+1� /2 iterations construct the full HF Hessian exactly from
the previous Fock matrices Fi. In the RH method �Eq. �23��,
which ignores this information, valuable information is not
utilized.

To make use of the Hessian information present in Fin,
we introduce the matrix projector

Pn�M� = �
ij

Din�T−1�ijTr�D jnM�, Tij = Tr DinD jn �31�

onto the space spanned by the previous density matrices
Pn�Din�=Din. It is easily verified that Pn

2�M�=Pn�M�. Ap-
plied to any matrix M, it extracts the part P�M� that can be
expanded in the Din and for which the evaluation of
G�P�M�� is trivial,

Gn�P�M�� = �
ij

Fin�T−1�ijTr�D jnM� . �32�

Introducing this quasi-Newton approximation to the non-RH
part of the Hessian linear transformation in Eq. �21�, we
arrive at the ARH equations

�Fn
vv − Fn

oo�X + X�Fn
vv − Fn

oo� + �
ij

�Fin
ov − Fin

vo�

��T−1�ijTr�D jn�Dn,X�� = − �Fn
ov − Fn

vo� , �33�

which differ from the RH equations �Eq. �23�� in the pres-
ence of the second contribution to the Hessian.

As mentioned previously, the use of N�N+1� /2 density
matrices in the ARH algorithm yields the true HF energy for
a system described by N one-electron basis functions, for any
choice of D. This point is illustrated in Table I for systems
with two and three basis functions. For each SCF iteration,
we show the RH approximation to the lowest Hessian eigen-
value �i.e., the highest occupied molecular orbital-lowest un-
occupied molecular orbital �HOMO-LUMO� gap�, the ARH
approximation to the lowest Hessian eigenvalue, and the true
lowest Hessian eigenvalue. In the first iteration, the ARH
eigenvalue is equal to the HOMO-LUMO gap, since the sub-
space does not contain any density matrices. As the dimen-
sion of the subspace is increased, the ARH eigenvalue ap-
proaches the true Hessian eigenvalue. For two basis
functions, three density matrices are needed to span the
density-matrix space. For three basis functions, six density
matrices are needed. As seen from the last column in Table I,
the convergence is improved in the course of the iterations
and second-order convergence is established when the space
is spanned completely.
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D. The RH/DIIS method

In the DIIS scheme, we assume that the new density
matrix may be written as a linear expansion of the old den-
sity matrices,

Dn�X� = Dn + �
i=1

n−1

piDin. �34�

This expansion obeys the trace condition but not the idem-
potency condition. Assuming that the expansion coefficients
are sufficiently small, we may likewise express the density
matrix as a truncated BCH expansion �Eq. �18��,

Dn�X� = Dn + �Dn,X� , �35�

which also obeys the trace condition but not the idempotency
condition. Proceeding as in the general case in Sec. II A, we
then obtain the following DIIS version of the RH Newton
equations �Eq. �21��,

Gn
ov��Dn,X�� − Gn

vo��Dn,X�� = − �Fn
ov − Fn

vo� , �36�

where the contributions arising from the second-order terms
in the BCH expansion Eq. �34� are missing. Comparing Eqs.
�34� and �35�, we find that the DIIS Newton equations be-
come

�
i=1

n−1

pi�Gn
ov�Din� − Gn

vo�Din,�� = − �Fn
ov − Fn

vo� . �37�

Finally, invoking the quasi-Newton condition �Eq. �29��, we
obtain

�
i=1

n−1

pi�Fin
ov − Fin

vo� = − �Fn
ov − Fn

vo� , �38�

which is equivalent to the following constrained set of equa-
tions:

�
i=1

n

ci�Fi
ov − Fi

vo� = 0, �
i=1

n

ci = 1. �39�

In general, these equations cannot be satisfied exactly. In-
stead, we may carry out a constrained least-squares minimi-
zation of

f�c� = ��
i=1

n

ci�Fi
ov − Fi

vo��2

, �
i=1

n

ci = 1. �40�

From the solution c, we may then calculate an improved
density matrix

Dn = �
i=1

n

c̄iDi. �41�

As derived here, the DIIS function �Eq. �40�� differs slightly
from the normal DIIS function in that all Fi

ov−Fi
vo have been

projected with Po=Dn and Pv=I−Dn constructed from Dn

rather than from Di. Once we have obtained a set of mini-
mizing coefficients c̄i, we may revert to the original Newton
equations �Eq. �21��, substituting the solution c̄i into the sec-
ond contribution to the Hessian transformation, yielding the
RH Newton equations,

�Fn
vv − Fn

oo�X + X�Fn
vv − Fn

oo� = − �
i=1

n

c̄i�Fi
ov − Fi

vo� �42�

with an averaged right-hand side. This two-step approach is
equivalent to the usual RH/DIIS minimization procedure,
where the averaged Fock matrix is constructed in the RH
step. While the density averaging Eq. �41� is in accordance
with the standard DIIS scheme, Eq. �42� differs from the
standard DIIS approach in that it only represents a first-order
diagonalization of the averaged Fock matrix. We emphasize,
however, that the reported RH/DIIS calculations are carried
out in the conventional manner by performing a complete
diagonalization of the averaged Fock matrix.

In the diagonalization step of the RH/DIIS scheme, cur-
vature information is available from the second derivative of
the RH energy. However, when diagonalizing the Fock/KS
matrix, this information is not used to distinguish between
convergence to a minimum and convergence to a saddle
point. The only place in the RH/DIIS algorithm where cur-
vature information is used to direct the convergence toward a
minimum is when the Aufbau principle is used to select the
configuration of the next iteration. When the Aufbau prin-
ciple is applied, it is assumed that the second contribution to
the electronic Hessian �Eq. �11�� is negligible. In principle,
the Aufbau principle ensures that the RH Hessian becomes
positive definite. However, as the size of the system in-
creases, the virtual-occupied orbital-energy differences de-

TABLE I. The relation between the ARH and second-order algorithms: the HOMO-LUMO gap, the lowest
ARH eigenvalue, and the lowest Hessian eigenvalue for systems with two and three AOs.

Basis SCF it. Gap �ARH �Hessian Gradient norm

Two AOs 1 1.4125 1.4125 1.0732 0.153 694
2 1.5024 1.2377 1.2579 0.004 297
3 1.5126 1.2863 1.2863 0.000 001

Three AOs 1 −1.4291 −1.4291 −1.8797 4.843 279
2 −0.6335 −0.9561 −1.0399 4.531 620
3 0.4940 0.3609 0.1061 1.979 989
4 1.1963 0.7645 0.7395 0.704 980
5 1.5227 1.3455 1.3417 0.020 180
6 1.5078 1.2570 1.2570 0.000 029
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crease, increasing the importance of the last term of Eq. �11�.
For larger systems, therefore, the RH/DIIS algorithm be-
comes more prone to converge to a saddle point. The use of
a level shift in the RH diagonalization step may improve
convergence but it also removes the only part in the RH/DIIS
algorithm where a distinction is made between convergence
to a minimum and to a saddle point. With a level shift added,
the RH/DIIS algorithm converges to the closest stationary
point, whether or not this is a minimum. In Sec. V, examples
are given where adding a level shift in the RH/DIIS method
leads to convergence to a saddle point.

To conclude, the RH/DIIS optimization consists of two
separate computational steps �RH diagonalization and DIIS
averaging�. In each of these steps, curvature information is
available but it is not used to distinguish between conver-
gence to a minimum and a saddle point. In the ARH algo-
rithm, by contrast, each iteration consists of a single step
�solution of the quasi-Newton equations� with full use of the
curvature information from the previous iterations. The ARH
algorithm therefore can be directed to converge only to sta-
tionary points that represent a minimum.

E. Example: Local convergence

To illustrate the performance of the different schemes,
we have carried out HF/cc-pVDZ optimizations on water us-
ing the Newton, RH, ARH, and RH/DIIS schemes �Hückel
starting guess�. In Fig. 1, we have for each of these optimi-
zations plotted the difference between the current and con-
verged energies at each iteration. The HF/cc-pVDZ calcula-
tion on water is very simple, being in the local region from
the beginning of the optimization. The Newton scheme
therefore shows quadratic convergence from the first itera-
tion. There is essentially no difference in the performance of
the RH/DIIS and ARH schemes because the calculations be-
gin in the local region and local convergence is in both the
RH/DIIS and the ARH schemes dictated by the fact that the
quasi-Newton condition is satisfied in the density space
spanned by the current and previous iterations. The RH con-
vergence is slow �17 Fock evaluations�. Although the New-
ton scheme converges in the least number of iterations, it is
the least efficient, with 24 Fock-matrix evaluations required
to determine the optimized state.

III. TRUST-REGION OPTIMIZATION

The quadratic ARH energy is a good approximation to
the true second-order KS energy. Whereas the ARH gradient
is exact in all directions, the ARH Hessian is exact in the
subspace of the density matrices of the previous iterations
�except for errors introduced by the quasi-Newton condi-
tion�. In the orthogonal complement to this subspace, the
ARH Hessian is equal to the Hessian of the RH energy. Since
the RH Hessian is reasonably accurate except for rotations
between orbitals of similar energies �which are the rotations
primarily sampled by the density matrices�, the ARH Hessian
is, in structure and quality, a good approximation to the Hes-
sian of the true KS energy. We may therefore carry out a
trust-region optimization of the KS energy, where the exact
second-order KS expansion is replaced by the ARH energy
function. In Sec. III A, we discuss how a step in the right
direction is determined, followed by the description in Sec.
III B of how the step length is constrained.

A. The direction of the step

The trust region is defined as a hypersphere of radius h
about the current expansion point, where EARH is a good
approximation to the KS energy. The steps taken in the op-
timization are restricted to be inside or to the boundary of
this trust region. If the ARH Hessian is positive definite and
the step obtained by minimizing EARH is smaller than the
trust radius, the step is accepted. Otherwise, the step is taken
to that point on the boundary of trust region where EARH

assumes its minimum value. Introducing the step length
function

	P�X�	2 = Tr�P�X�P�X�� , �43�

the minimum on the boundary of the trust region may be
determined by setting up a Lagrangian with an undetermined
multiplier � introduced to satisfy the constraint on the step
length

L�X� = EARH�X� − ��Tr�P�X�P�X�� − h2� . �44�

Differentiating this Lagrangian with respect to the elements
of X �using the relation � Tr�AX� /�X=AT� and setting the
resulting expression equal to zero, we obtain the level-shifted
Newton equations

�H − �I�X = G , �45�

where the gradient is given by

G = Fvo − Fov, �46�

while the Hessian is defined in terms of the linear transfor-
mation

HX = �Fvv − Foo�X + X�Fvv − Foo�

+ �
ij

�Fin
ov − Fin

vo��T−1�ij�Tr�Dn,X�D jn� . �47�

The level shift � that gives a step to the minimum of EARH

on the boundary of the trust region must now be determined.
In Ref. 17, we have shown how this may be accomplished by
using an iterative algorithm, where � is updated dynamically
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FIG. 1. SCF convergence of water using RH �circles�, RH/DIIS �open tri-
angles�, ARH �solid triangles�, and Newton optimization �squares�.
HF/cc-pVDZ.
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in the course of the iterative solution to Eq. �45�. The solu-
tion with the optimal � may in this way be found at essen-
tially the same cost as for the solution of Eq. �45� with a
fixed level shift.

B. The length of the step

We now discuss how the trust radius is updated during
the optimization of the KS energy. At iteration n, where Dn is
the expansion point, we have determined a step Xn using the
ARH algorithm. From Eq. �3�, we obtain the density matrix
Dn+1 of the next iteration. The SCF energy at iteration n+1
may now be expanded in Xn

En+1
SCF = En

SCF + Tr XnEn
SCF�1� + 1

2Tr XnEn
SCF�2�Xn + O�Xn

3� ,

�48�

where En
SCF�1� and En

SCF�2� are the gradient and Hessian, re-
spectively, with respect to variations in X. In a second-order
scheme, the SCF energy at iteration n+1 can be predicted as

Epred
SCF = En

SCF + Tr XnEn
SCF�1� + 1

2Tr XnEn
SCF�2�Xn. �49�

The energy at iteration n+1 thus differs from the predicted
second-order energy in terms that are of third and higher
orders in Xn. We now introduce the ratio between the actual
and predicted changes in the energy

rSO =
En+1

SCF − En
SCF

Epred
SCF − En

SCF =
Epred

SCF + O�Xn
3� − En

SCF

Epred
SCF − En

SCF

= 1 +
O�Xn

3�

Epred
SCF − En

SCF �50�

and use its deviation from one to update the trust radius hn

according to the scheme

rSO � 0.75, hn+1 = 1.2hn,

0.25 	 rSO 	 0.75, hn+1 = hn,

�51�
0.00 	 rSO 	 0.25, hn+1 = 0.7hn,

rSO 	 0.00, hn+1 = 0.7hn �step rejected� .

In an ARH optimization, we do not have the exact Hessian
and our prediction is instead given by

Epred
ARH = En

SCF + Tr XnEn
SCF�1� + 1

2Tr XnEn
ARH�2�Xn, �52�

where En
ARH�2� is the ARH Hessian at iteration n. Since the

second-order ARH expansion is a good approximation to the
true second-order expansion of the SCF energy, we use Eq.
�51� where rSO is replaced by

rARH =
En+1

SCF − En
SCF

Epred
ARH − En

SCF �53�

to update the trust radius.

C. Example: ARH trust-region optimization

To illustrate the trust-region scheme, we have carried out
an optimization of the cadmium-imidazole complex of Ref.
11 in the 3–21 G basis using the Becke-3-parameter-Lee-
Yang-Parr �B3LYP� functional,18–22 discussed further in

TABLE II. The trust-region B3LYP/3–21G optimization of the cadmium-imidazole complex.

SCF it. Trust radius Norm used 	X	max 	X	F � rARH

1 0.350 00 max 0.116 95 0.486 60 11.98 0.96
2 0.245 00 max 0.216 33 0.768 44 12.47 0.93
3 0.216 33 max 0.210 30 0.652 46 17.12 0.92
4 0.259 60 max 0.255 66 1.056 68 11.29 0.85
5 0.311 51 max 0.153 80 1.003 90 7.50 0.91
6 0.218 06 max 0.213 39 1.092 67 7.17 0.84
7 0.261 67 max 0.260 06 1.081 97 4.46 0.88
8 0.314 01 max 0.259 49 2.391 44 1.73 0.55
9 0.259 49 max 0.259 29 1.394 28 0.54 0.76

10 0.280 25 max 0.201 81 1.084 55 0.10 0.18
11 0.201 81 max 0.201 17 0.648 50 0.12 0.63
12 0.201 81 max 0.076 03 0.350 81 0.00 0.56
13 0.141 27 max 0.033 91 0.178 99 0.00 0.57
14 0.178 99 Frobenius 0.012 07 0.054 69 0.00 0.88
15 0.178 99 Frobenius 0.001 90 0.011 32 0.00 0.57
16 0.178 99 Frobenius 0.000 79 0.004 25 0.00 0.79
17 0.178 99 Frobenius 0.000 29 0.001 70 0.00 0.82
18 0.161 09 Frobenius 0.000 05 0.000 32 0.00 0.83
19 0.161 09 Frobenius 0.000 02 0.000 13 0.00 0.49
20 0.161 09 Frobenius 0.000 01 0.000 07 0.00 0.95
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Sec. V �H1core starting guess�. In Table II, we have for this
optimization listed the trust radius, the Frobenius norm, and
the modulus of the largest element of the step matrix X. The
level shift � is determined by the update scheme of Ref. 17,
and the trust radius is determined using the ratio rARH at each
SCF iteration.

As indicated in Table II, two different norms are used for
updating the trust radius: the max norm 	X	max=max
�Xpq��

in the global region and the Frobenius norm 	X	F=�Tr XX
in the local region. Being size-intensive, the max norm is
preferred over the non-size-intensive Frobenius norm in the
global region. The Frobenius norm, on the other hand, is
typically more stable than the max norm and is therefore
used in the local region, where the steps are small.

In the first iteration, we impose the condition 	X	max


h1 on the step, with h1=0.35. The precise value of the
empirical parameter h1 is not important, since the trust-radius
is adjusted in the course of the iterations. The accepted step
�	X1	max=0.11695� is much smaller than the trust radius
�h1=0.35�. This very large difference between the magnitude
of 	X	max
h1 and the trust radius is acceptable in the initial
iterations, where the slope of the monotonic step-length
function suddenly may become very steep because it is
dominated by the eigenvector corresponding to the lowest
Hessian eigenvalue. It is possible to locate a step closer to
the trust radius, but it appears to be more important to con-
tinue the iteration process to regions where the Hessian
structure is more in accordance with the one at the stationary
point. In cases where 	X	max is significantly smaller than h,
the trust radius is reset to max
0.7�h , 	X	max�. The subse-
quent trust radii are thus reduced to h2=0.245 00 and h3

=0.216 33. In the subsequent iterations, hn is updated ac-
cording to this condition and Eq. �51�. Mostly, a good ratio
rARH is observed between the calculated and predicted ener-
gies in these iterations and the level-shift parameter � is
progressively reduced until finally, in iteration 12, the level
shift has reached zero.

D. Example: Global convergence

To illustrate the importance of level shifting and how
proper level shifting may dominate the global convergence,
we describe a calculation on the rhodium complex of Ref. 10
�HF/STO-3G on Rh, AhlrichsDZ on the other atoms�, using
the trust-region Newton, RH, ARH and unshifted RH/DIIS
schemes �H1core starting guess�. In Fig. 2, we have, for each
of these schemes, plotted the difference between the current
and converged energies at each iteration. In the first nine
iterations, the RH, ARH, and Newton optimizations are in-
distinguishable, demonstrating that in the global region, the
optimizations are dominated by the level shift.

When the local region is reached and the level shift tends
to zero, it becomes important that the Hessian used in the
optimization accurately resembles the true Hessian of the
HF/KS energy. In the RH scheme, the electronic Hessian is a
poor representation of the exact Hessian, leading to diver-
gence. By contrast, the Newton scheme uses an exact Hes-
sian and converges quadratically, in very few iterations.
However, in each Newton step, the Newton equation is

solved iteratively, leading to a total of more than 200 Fock-
matrix reevaluations for convergence. The ARH scheme is
clearly superior, requiring only about 30 Fock-matrix re-
evaluations. Whereas the RH/DIIS and ARH optimizations
worked equally well for the simple system in Fig. 1 �where
the optimization had no global region�, this is not the case
for the more complicated rhodium complex. Since the RH/
DIIS scheme does not use the concept of trust-region opti-
mization �control of step size and direction�, the local region
is never reached in the RH/DIIS optimization and conver-
gence is not obtained.

IV. EFFICIENCY AND COMPUTATIONAL SCALING

Let us now consider the number of matrix multiplica-
tions needed for each ARH iteration. In Table III, we have
listed the number of matrix multiplications required before
and after the iterative solution of the Newton equations �Eq.
�45��. Before their solution, we must construct the AO
Fock/KS matrix and transform it to the OAO basis. In addi-
tion, we must calculate the projections Fov and Fvo for the
gradient �Eq. �46�� and Foo and Fvv for the Hessian transfor-
mations �Eq. �47��. After the solution of the Newton equa-
tions, the new density matrix must be constructed. For a
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FIG. 2. SCF convergence of the rhodium complex using trust-region RH
�circles�, trust-region ARH �full triangles�, trust-region Newton optimization
�squares�, and �unshifted� RH/DIIS �open triangles�. HF/STO-3G on Rh,
AhlrichsDZ on the other atoms.

TABLE III. Number of matrix multiplications required in the ARH
algorithm.

Operation nmatmul

Overhead Transform Fock matrix to OAO basis 2
Construction of Foo and Fvv 4

Construction of OAO gradient 1
Construction of new OAO density matrix 10
Purification of new OAO density matrix 2
Transform density matrix to AO basis 2

Total 20
Each iteration Linear transformation: RH contribution 1

Linear transformation: ARH contribution 3
Projection 2

Total 6
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large X, the expansion of the matrix exponential �Eq. �3��
may be slowly convergent or even divergent. Instead, we
may evaluate the matrix exponential as

exp�X� = exp�2−kX�2k
= ��

n=0

�
Xn

2nkn!�2k

, �54�

where the scaling is applied to accelerate convergence. In
this way, the transformed density matrix can be obtained in
no more than ten matrix multiplications, regardless of the
magnitude of X. To ensure that the new density matrix is
idempotent, it is subsequently purified,23,24

D̃ = 3D2 − 2D3, �55�

requiring two matrix multiplications. Finally, the new density
matrix must be transformed to the AO basis to evaluate the
corresponding Fock/KS matrix.

Table III also shows the number of matrix multiplica-
tions needed at each iteration in the iterative solution of the
linear equations. Note that their number is independent of the
size of the subspace. The ARH algorithm requires three ad-
ditional matrix multiplications per iteration relative to an op-
timization of the RH energy alone.

Most of the computational effort required in the ARH
algorithm is used for matrix-matrix multiplications. In addi-
tion, the algorithm consists of matrix additions, dot products,
and trace operations. For sufficiently large systems, the ma-
trices become sparse, with a linear growth in the number of
nonzero elements with system size. For such systems, there-
fore, the use of sparse-matrix algebra will cause the compu-
tational time to scale linearly with the system size.

V. PERFORMANCE OF THE ARH ALGORITHM

In the present section, we give examples of ARH opti-
mizations. In particular, we compare the performance of the
ARH one-step method with the traditional RH/DIIS two-step
method for molecular systems representing different bonding
situations: a polysaccharide containing 438 atoms �LDA/6–
31G�, insulin �HF/6–31G�, the cadmium-imidazole complex
examined in Sec. III B �B3LYP/3–21G�, a model of B12 vi-
tamin �HF/AhlrichsVDZ�, and polyalanines of different sizes
�B3LYP/6–31G�.25 We use the VWN5 parameterization for
the B3LYP functional. For the cadmium-imidazole complex,
the H1core was used to obtain the initial density matrix. For
all other calculations, the Hückel starting guess was used. All
calculations are carried out using a development version of
DALTON.26

A. Hartree–Fock and Kohn–Sham optimizations

As discussed in Sec. II E, the RH/DIIS and ARH algo-
rithms are comparable in performance and efficiency for op-
timizations that begin in the local region. When a significant
part of the optimization is in the global region, the RH/DIIS
calculations behave more erratically. The RH/DIIS scheme
may be able to identify the local region and then converge, or
it may fail to converge as for the rhodium example in Sec.
III D. When the RH/DIIS calculation does converge, conver-
gence is sometimes to a saddle point. The ARH algorithm, on

the other hand, converges rapidly in both the global and local
parts of the optimization. Moreover, convergence is always
to a minimum. We shall now look at more complicated cases,
where a significant part of the optimization is in the global
region and where the RH/DIIS algorithm behaves erratically.

In Fig. 3, we have plotted the SCF convergence for the
insulin and polysaccharide molecules. Whereas ARH conver-
gence is smooth in the global region, RH/DIIS convergence
is erratic. When the local region is reached, the convergence
patterns are similar. In Fig. 4, we have plotted the SCF con-
vergence of the cadmium complex and of the model of B12
vitamin. The RH/DIIS optimization of the cadmium-
imidazole complex converges rapidly. However, as indicated
by the vertical lines in iterations 10–15, the optimized den-
sity matrix represents a first-order saddle point. The correct
ground state, which is about 10−3 a.u. lower in energy, is
located correctly by the ARH method. The situation is simi-
lar for the B12 model, for which the RH/DIIS method con-
verges in about 90 iterations to a saddle point about 0.16 a.u.
higher in energy than the minimum, which is correctly lo-
cated by the ARH method.

B. The ground state of N-residue polyalanines

Aside from its poor global performance, the RH/DIIS
scheme encounters problems whenever the converged solu-
tion has a negative HOMO-LUMO gap and the Aufbau prin-
ciple is no longer valid. A level shift is sometimes introduced
to enforce convergence. The following example illustrates
the danger of blindly using a level shift in an RH/DIIS opti-
mization. In Fig. 5, we show the convergence of a 30-residue
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FIG. 3. SCF convergence of the polysaccharide �open triangles� and insulin
�solid triangles� using �a� the ARH algorithm and �b� the RH/DIIS
algorithm.
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polyalanine B3LYP/6–31G calculation with the unshifted
RH/DIIS method, with the level-shifted RH/DIIS method us-
ing �=0.01, and with the ARH method. The unshifted RH/
DIIS calculations perform erratically. When using a history
of ten density matrices in the averaging, convergence is ob-
tained in about 60 iterations, but when using a history of 20
density matrices, no convergence is obtained in 100 itera-
tions �not shown�. With the level shift applied, the RH/DIIS
method performs better both globally and locally. However,
the obtained solution has a HOMO-LUMO gap of
−0.0006 a.u. and a lowest Hessian eigenvalue of
−0.0033 a .u, representing a first-order saddle point. The
RH/DIIS algorithm thus converges to an unphysical solution,
which does not obey the Aufbau principle. As seen from the
horizontal line in Fig. 5, the RH/DIIS saddle point is about

10−5 a.u. above the energy minimum located by the ARH
method. The ARH method locates a minimum reliably by
detecting a negative Hessian eigenvalue, avoiding the saddle
point that trapped the level-shifted RH/DIIS optimization
and converging to a minimum with a lowest Hessian eigen-
value of 0.0064 a.u. in 15 iterations.

To emphasize the danger of adding level shifts in the
local part of an optimization, we describe calculations on
polyalanines with 24
N
34 residues using the ARH and
RH/DIIS algorithm. In Fig. 6�a�, we show the HOMO-
LUMO gaps for the converged state obtained using the ARH
and RH/DIIS schemes, respectively. In Fig. 6�b�, the corre-
sponding lowest Hessian eigenvalue is shown. For N
26,
the ARH and RH/DIIS schemes converge to the same solu-
tion. For 27 residues, the RH/DIIS method gives a solution
that has a positive HOMO-LUMO gap but a �small� negative
Hessian eigenvalue—that is, a saddle point that obeys the
Aufbau principle. The same situation is observed for 28 and
29 residues. For N�30, a small level shift of 0.01 a.u. was
added in the RH/DIIS optimizations for convergence and the
HOMO-LUMO gap and lowest Hessian eigenvalue were
both negative for the converged state. The RH/DIIS solutions
thus represent saddle points that do not obey the Aufbau
principle for N�26. For all systems, the ARH algorithm
converges to a minimum with a positive HOMO-LUMO gap.
Thus, the RH/DIIS method fails by converging to a saddle
point, while the ARH algorithm successfully detects a mini-
mum solution.

The B3LYP minimum solution �as located with the ARH
method� abruptly changes character for 27 residues. Having
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FIG. 4. SCF convergence of the cadmium complex �open circles� and the
B12 model �solid circles� using �a� the ARH algorithm and �b� the RH/DIIS
algorithm.
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FIG. 5. Convergence of a 30-residue polyalanine using RH/DIIS �solid
circles�, level shifted RH/DIIS �open circles�, and the ARH method �pluses�.
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FIG. 6. �a� HOMO-LUMO gaps �circles� and �b� lowest Hessian eigenval-
ues �squares� for polyalanines of increasing size using the RH/DIIS method
�solid� and the ARH method �open�.
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decreased monotonically for N
27, the lowest Hessian ei-
genvalue starts to increase until it finally becomes stable for
N�32. In Fig. 7, we have plotted the static polarizability of
the molecule as a function of the number of residues N. For
N
26, the polarizability increases linearly with N, as one
would expect for an extensive property such as the polariz-
ability. For the RH/DIIS solution, this linear increase contin-
ues for larger N. In the same figure, we have plotted the
polarizability of the B3LYP solution obtained with the ARH
solution. It shifts abruptly for N=27 and a linear increase is
again obtained with increasing N, but with slope different
from that of the RH/DIIS solution. In Fig. 8, the lowest ex-
citation energy is plotted for the ARH and RH/DIIS solu-
tions. Not representing a minimum solution for N�27, the
level-shifted RH/DIIS saddle point solutions have negative
excitation energies, as demonstrated in Fig. 8. The lowest
excitation energy for the ARH solution, on the other hand, is
positive for all N. The excitation energy obtained with the
level-shifted RH/DIIS solution decreases monotonically with
increasing N, while the excitation energy calculated from the
minimum solution for N�26, oscillates slightly above zero.
Clearly, neither solution provides a physically correct picture
of the excitation energies and polarizabilities of N-residue
polyalanines.

This nonphysical behavior of the molecular properties of
polyalanines with 27
N
34 may be artifacts arising from
inadequacies in the underlying electronic-structure model. In
extended systems such as the polyalanines, long-range cor-
relation and exchange effects become important. These ef-
fects are ignored by all local and semilocal density function-
als, on which modern �nonhybrid� KS theory is based.
Although the hybrid B3LYP functional contains nonlocal ex-
change in the form of 20% exact orbital exchange, this pro-
portion is not sufficient to rectify the long-range deficiencies
of the Dirac and Becke exchange functionals in the 30-
residue or larger polyalanines.

This fundamental deficiency of exchange-correlation
functionals that do not correctly account for long-range ef-
fects is further demonstrated in Fig. 9, where we have plotted
the highest occupied and lowest virtual orbital energies for
the LDA, B3LYP, CAM-B3LYP, and HF models, as func-
tions of N. With increasing N, the energies of the occupied
orbitals increase, while the energies of the unoccupied orbit-

als decrease. There is a crossover for N=9 for LDA and N
=29 for B3LYP, consistent with the fact that the LDA model
uses only local exchange. No such crossover is observed for
HF, nor for CAM-B3LYP, which used 65% long-range exact
orbital exchange.

VI. CONCLUSION

The ARH algorithm for optimizations of HF and KS
density matrices has been presented. The algorithm ensures
convergence to a minimum and bypasses first-order saddle
points which may trap the conventional RH/DIIS scheme.
The convergence is fast and efficient both in the global and
local regions, whereas the global part of the optimization for
the RH/DIIS method often shows erratic behavior. The ARH
algorithm is based on matrix-matrix multiplications, and for
sufficiently large systems the exploitation of matrix sparsity
will cause the computational time to scale linearly with the
size of the system. The ARH method differs from previous
HF/KS optimization methods in that each iteration does not
involve two separate computational steps to obtain a new
density matrix. To make optimal use of the Hessian informa-
tion contained in the RH energy and in the subspace of the
density and Fock/KS matrices of the previous iterations, the
evaluation and optimization of a new density matrix should
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FIG. 8. Lowest excitation energy for polyalanines of increasing size using
the RH/DIIS method �circles� and the ARH method �crosses�.

0

5000

10000

15000

20000

25000

30000

24 26 28 30 32 34

P
ol

ar
iz

ab
ili

ty
/a

.u
.

Alanine residues

FIG. 7. Static polarizability for polyalanines of increasing size using the
RH/DIIS method �circles� and the ARH method �crosses�.
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FIG. 9. �Color� Polyalanines. Five lowest virtual and five highest occupied
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be done in a single step. The step consists of a trust-region
minimization of a local quadratic model of the HF/KS en-
ergy, which is exact in the directions of the previous density
matrices and a good approximation in the remaining direc-
tions. Since the algorithm exploits information about the
structure of the Hessian, it converges by design to a
minimum.
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